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Abstract

Deterministic approximations of analytically intractable posterior distributions are a com-

mon tool in Bayesian analysis. However, accurate extensions of these methods to situa-

tions in which data stream in rapidly and sequentially are still under-explored. In this

thesis, we cover this gap by deriving a general and provably-accurate skew-symmetric ap-

proximation of a target posterior whose parameters can be evaluated via novel window-

type estimators that make computations effectively online. This is accomplished via

a specific treatment of third-order Taylor expansions around an online estimate of the

maximum-a-posteriori. Such a perspective enhances scalability, while ensuring accuracy

improvements, both in theory and in practice, relative to the Laplace approximation.

Following a comprehensive theoretical discussion on the conditions under which improved

convergence rates to the target posterior can be achieved, we apply this new methodology

to the example of bandit problems. Our focus is on generalized linear bandits, a variant

of contextual reinforcement learning where a transformation of the expected reward is

linearly predicted by a feature vector. Bayesian solutions to the reward maximization

problem in structured bandits often face severe computational challenges when updat-

ing, and eventually sampling from, the posterior distributions in the online context. We

suggest a hybrid approach to Thompson sampling, leveraging a recent closed-form poste-

rior result combined with the precise skew-symmetric approximation as an alternative to

existing approaches.
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Notation Meaning
i, n stage indices
Yi stage i response random variable
P n

0 data generating distribution
P n

β chosen parametric likelihood model
p parameter dimension
Π(·) prior distribution
Πn(·) posterior distribution with n data points
ℓn(β) log-likelihood with n data points, evaluated at β
ℓi(β) log-likelihood for i-th stage, evaluated at β
β̂(n) maximum a posterior estimate for β
P̂ n

sks(·) offline skew-symmetric approximation for stage n posterior
β̃(n) online MAP estimate for β
P̃ n

sks(·) semi-online skew-symmetric approximation for stage n posterior
ξ̃ location of P̃ n

sks(·)
Σ̃ covariance of P̃ n

sks(·)
w̃(β − ξ̃) skewness inducing mechanism of P̃ n

sks(·)
ℓ̃(1)

n score based on windowed derivative estimator
ℓ̃(2)

n hessian based on windowed derivative estimator
ℓ̃(3)

n online third derivative estimatos
P n

OSKS(β) quasi-online skew-symmetric approximation for stage n posterioræξ location paramter of P n
OSKSæΣ covariance matrix of P n
OSKSæw(β − æξ) skewness inducing mechanism of P n

OSKS
xi, yi, zi stage i covariate, response and latent variable respectively
Xn ∈ Rn×p design matrix
yn n× 1 response vector
zn and wn n× 1 latent variable vectors
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Introduction

The analysis of streaming data is a present-day concern in statistical applications. Re-

cursive parameter estimation in dynamic systems (Welch and Bishop (1995), Petris et al.

(2009)), multi armed bandits (Lattimore and Szepesvári (2020), Slivkins (2019)), sequen-

tial experimental design (Drovandi et al. (2013), Senarathne et al. (2020)) and dynamic

classification (Fan et al. (1999)) are just instances of this broad research area.

The Bayesian learning paradigm naturally accounts for the sequential incorporation of

data in the posterior via the Bayes rule. Namely, a posterior can always be understood as

the prior for a new experiment which contemplates only upcoming data points. Despite its

theoretical appeal, this inferential framework is susceptible to intractable posteriors and

associated computational challenges which are common even in routinely-implemented

models (see, e.g. Durante (2019), Wang and Blei (2012)). These problems already emerge

in the offline/batch setting, but are exacerbated by the online context. Here, ideally, one

would like to update the inference every time a new data point streams in, but in doing

so, must evaluate new (and intractable) posteriors repeatedly.

While there exists an extensive literature for both deterministic (Tierney and Kadane

(1986), Rue et al. (2009), Minka (2001), David M. Blei and McAuliffe (2017)) and

sampling-based (Hoffman and Gelman (2014), Hastings (1970), Roberts and Stramer

(2002), Kass et al. (1998)) posterior approximation strategies in the offline setting, these

methods might not readily adapt to the streaming data scenario. E.g., Markov chain

monte carlo techniques require to run a new chain every time a new data point streams
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in, while the Laplace approximation (Tierney and Kadane (1986)) necessitates of chang-

ing parameter estimates after observing new data. Except for some remarkable excep-

tions, like sequential monte carlo (Chopin and Papaspiliopoulos (2020), Del Moral et al.

(2006)), online Laplace (Ritter et al. (2018)) and sequential variational bayes (Broderick

et al. (2013), Sato (2001)), the online regime has received less attention. Although these

methods are state-of-the-art in online settings at the moment, they still face issues either

in terms of approximation accuracy (Rossell et al. (2021), Chapter 11 Chopin and Pa-

paspiliopoulos (2020), Guo et al. (2016)), scalability (Ritter et al. (2018), Rebeschini and

van Handel (2015)), or both.

In this thesis, we tackle the under-explored topic of accurate and scalable extensions of de-

terministic approximations to situations in which data stream in rapidly and sequentially.

We cover this gap in Chapter 1 by deriving an extension of a recently suggested determin-

istic approximation to intractable posteriors in online scenarios. This is accomplished via

the development of a sequential counterpart of the skew-symmetric approximation pro-

posed by Durante et al. (2024) in offline contexts. The specific treatment of third-order

Taylor expansions around a suitably-defined online estimate of the maximum-a-posteriori

enhances scalability while ensuring improvements in the convergence rates to the target

posterior relative to those achieved by the classical Gaussian Laplace approximation (both

in offline and online contexts).

In Section 1.2 we delineate the broad modeling setting, recall the original result and

examine the reasons that call for innovations in online settings. In Sections 1.3 and

1.4 we carefully derive our proposed sequential skew-symmetric approximations. In this

attempt, we target an online update of the approximation’s parameters, namely constant-

cost procedures with respect to the data size. We start by changing the location of the

approximating distribution to an online surrogate of the maximum a posteriori, the re-

sulting skew-symmetric distribution will be said semi-online. We further derive windowed

alternatives to the remaining parameters of the approximations. When using these more
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scalable alternatives, we will refer to the distribution as quasi-online and discuss under

which conditions it still preserves the accuracy of the original offline approximation. Fi-

nally, Section 1.5 is dedicated to noteworthy applications in common modeling scenarios.

We specialize the sequential skew-symmetric approximations in the context of generalized

linear models, with particular concern for online estimation procedures in latent data

models in Section A. The analytical tractability and extensive use in practice of these

models, allows displaying the applicability of our proposal and further motivates the in-

terest for it.

In Chapter 2 we tackle the problem of providing theoretical accuracy guarantees for the

proposed methodology. We state and prove the close-to-optimal (with respect to the of-

fline case) convergence rate results for the semi- and quasi-online approximations derived

in Sections 1.3 and 1.4. Coincidentally, we discuss the trade-off between computational

efficiency and convergence performances intrinsic to our procedure and why a fully online

counterpart is not possible.

Chapter 3 is dedicated to applying the proposed approximation to bandit problems. To-

gether with reinforcement learning (Sutton and Barto (2018)) and adaptive design (Chow

and Chang (2008)), they are instances of sequential decision making that formalize the

idea of selecting actions based on current knowledge with the aim of optimizing some long

term reward over sequentially collected data. This ability proves essential across several

fields like continuously improving production systems, online software evaluation and in-

ternet marketing (Gopalan et al. (2014)), or clinical trials and treatment assignment in

personalized medicine (Chakraborty et al. (2023)), among others.

All solutions to the above problems revolve around selecting an action (or arm, in the

reference literature) based on the available information. In turn, each selection hinges on

maximizing some measure of performance or utility, like the expected amount of informa-

tion to be gained from choosing given arm, or the closeness to some optimal strategy. Since

these quantities are, in general, unknown in advance, the learner faces the exploration-
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exploitation trade-off, meaning the decision whether to learn more about the experiment,

or stick with the best strategy found thus far.

A bandit algorithm (Kuleshov and Precup (2014)) is an automated policy used to address

this dilemma. To do so, it will sequentially incorporate upcoming information to update

knowledge on the experiment. In presence of external covariates, like treatment indicators,

the experimenter might also be interested in incorporating this contextual information to

further inform her decision-making process (Abbasi-yadkori et al. (2011)).

In Section 3.1 we present a particular case of generalized linear bandit (Filippi et al.

(2010)), the factorial probit model (Scott (2010)), with the purpose of suggesting more

scalable and accurate learning schemes for it. We start by recalling one of the most

celebrated Bayesian bandit algorithms, Thompson sampling (Thompson (1933), Russo

et al. (2018)). The latter requires drawing samples from a sequence of updating posterior

distributions, which might be a non-trivial task, in particular when facing intractable

posteriors. Thus, appropriate sampling schemes are required. We provide an extensive

review of existing approaches in Section 3.2. They range from accurate yet computation-

ally inefficient proposals like the Gibbs sampler in Scott (2010) to fast, but less accurate,

online approximations like in Ding et al. (2021) and Pan et al. (2022). In Section 3.3.2,

we highlight how the factorial probit bandit with Gaussian prior was shown to exhibit a

unified skew normal posterior in Durante (2019). We suggest solving the computational

challenges eventually associated with sampling from this skewed distribution, using our

quasi-online skew-symmetric approximation. Performances of the resulting bandit algo-

rithm are compared to existing (and discussed) competitors in Section 3.4 and show a

considerable advantage either in terms of execution time, regret performances (Russo and

Van Roy (2016)), or both.

Chapter 4 is dedicated to future research direction. Starting from a discussion of the

presented results, we explore some interesting questions arising from this thesis and how

they could be addressed.



Chapter 1

Online skew-symmetric

approximation

Posterior distributions are often unavailable in closed form even for routinely-implemented

Bayesian models. Standard solutions consists in either sampling based approximations,

like Markov chain monte carlo (MCMC) (Hoffman and Gelman (2014), Hastings (1970),

Roberts and Stramer (2002), Kass et al. (1998)) and sequential monte carlo (smc) (Chopin

and Papaspiliopoulos (2020), Del Moral et al. (2006)), or in deterministic approximations,

like Laplace (Tierney and Kadane (1986), Rue et al. (2009)), variational inference (David

M. Blei and McAuliffe (2017)) and expectation propagation (Minka (2001)). Among these

techniques, some, like smc, are particularly suited to streaming data scenarios where a

new approximation is required any time a data point streams in. However, this tasks

can prove challenging. In particular, the literature on online alternatives to deterministic

approximation is still under-explored. To the best of our knowledge, existing approaches

suggest specialized methodology for specific tasks, like model selection, and often lack

theoretical guarantees for the approximating accuracy.

For this reason, in the following we explore online versions of a recently developed skew-

symmetric approximation as a special case of online learning in the Bayesian setting for

9
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which approximating performances can be theoretically guaranteed.

The Bayesian approach to online learning is described in the foundational work by Opper

and Winther (1999) as a parametric approximation to offline learning, where in each

step the loss of information from discarding previous data is minimized. In particular,

incorporating the most recent data point into the posterior follows a dual procedure:

first an update step, then a projection on the approximating family of choice. Here, a

parametric posterior approximation given past data is seen as a prior and updated by

means of the likelihood of new data points. The resulting distribution is then projected

on the approximating family by minimizing the relative KL-divergence.

More precisely, using Bayes’ rule, the posterior for parameter β given data points D1:n+1

is

p(β|D1:n+1) = p(Dn+1|β)p(β|D1:n)∫
p(Dn+1|β′)p(β′|D1:n)dβ′

where the posterior from previously observed data is used as a prior for the most recent

observation. To avoid the intractable problem of computing the normalizing constant,

authors consider a parametric approximate posterior q with parameters ψn for the first n

data points. The latter is updated according to

p(β|ψn,D1:n+1) = p(Dn+1|β)q(β|ψn)∫
p(Dn+1|β′)q(β′|ψn)dβ′ ,

and results in a surrogate posterior. The latter is then projected on the parametric

approximating family

q(β|ψn+1) ≈ p(β|ψn,D1:n+1),

by minimization of the KL-divergence between q and the surrogate posterior.

Ritter et al. (2018) apply this methodology to overcome catastrophic forgetting in the

setting of Bayesian learning for neural networks’ weights. They suggest a factored on-

line Laplace approximation relying on the update–then–project paradigm where the idea
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is to locally approximate the posterior around the mode, using a second-order Taylor

expansion. The resulting Normal is centered around the maximum a posteriori

β̂(n) = arg max
β

{
log p(β|D1:n)

}
, (1.1)

and has precision matrix equal to the Hessian of the negative log posterior around it. Using

a Gaussian approximate posterior q, such that ψn = {µn,Λn}, boils down to updating the

mean and the precision matrix. In the resulting update step

p(β|ψn,D1:n+1) ∝ p(Dn+1|β)q(β|ψn)

∝ p(Dn+1|β)− 1
2(β − µn)⊺Λn(β − µn),

the Gaussian surrogate prior represents a quadratic penalty driving the projection param-

eters to stay close to the current mean and precision. In particular,

µn+1 = arg max
β

p(Dn+1|β)− 1
2(β − µn)⊺Λn(β − µn),

Λn+1 = −∂
2p(Dn+1|β)
∂β2

∣∣∣∣∣
β=µn+1

+ Λn

where the recursion is initialized with the Hessian of the log prior. To make the method

scalable and avoid updating the derivatives of the most recent log–likelihood, a block-

diagonal factored approximations to the curvature is leveraged. Despite being compu-

tationally very efficient and scalable, as we will discuss in more detail in the following,

the procedure does not guarantee good approximating performances even in moderate

dimensional scenarios, in particular when posterior distributions display asymmetries.

Concerning the effect of approximating the estimates of parameters on posterior approxi-

mations, Rossell et al. (2021) suggest the approximate Laplace approximation (ALA) for

integrated likelihood evaluations in Bayesian model selection. Despite not intended to
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tackle the issue of sequential inference, this formulation can be seen as an online version

of the Laplace approximation. ALA uses a second-order Taylor expansion, but avoids the

costly and non-scalable task of optimization to obtain the MAP as location for the normal.

Using a point that simplifies calculations, the approximation is centered at a guess to the

MAP which is found starting from an initial value and performing a Newton–Raphson

iteration in the negative log–likelihood gradient direction. Differently from exact (offline)

Laplace, the approximate method does not consistently estimate the integrated likelihood

as it might concentrate far from the expansion point, significantly underestimating the

integral. Nevertheless, it can be shown that strong model selection consistency can be

achieved, attaining comparable performances with offline Gaussian approximations. In

what follows, we acknowledge the difficulty of correctly centering online approximations

and suggest a location correction to tackle the problem.

Similarly to the just described deterministic approximations, there exists sequential coun-

terparts also to variational Bayes (VB). Sato (2001) describes an online VB procedure for

model selection which is based on collecting likelihood information as samples are pro-

cessed one at a time. In this, he ensures forgetting of past optimal solutions by decaying

old contributions. In particular, under factorial structure for the variational approxi-

mation and conditionally independent data, the Evidence Lower Bound has an additive

structure over data. Hence, updating the ELBO in the face of a new likelihood term just

consists in expanding the sum by an additional expectation (wrt the current posterior

approximation). Since it is foreseeable that posterior approximations are generally less

accurate in early stages of the online learning procedure and gradually become more pre-

cise as it proceeds, one should be able to differently weight original poor estimates and

late correct ones. To this aim, a time-dependent discount factor is suggested for forgetting

the early approximation effects. When maximizing, all variables are updated cyclically,

keeping the others fixed. This results in an EM-like approach where the Expectation step

determines the contribution of current data to the ELBO (as an expectation with respect
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to the present approximation), while in the maximization step, the discounted ELBO is

maximized with respect to the desired approximating family. Similarly to ALA, online

VB was not specialized to tackle the specific problem of sequential posterior approxima-

tion and does not provide theoretical guarantees of the approximating performances.

Classical sampling-based strategies also suffer in the streaming data context. Indeed, as

new data stream in, the likelihood, and hence, the induced posterior distribution change.

Accordingly, new Markov chains targeting relative invariant distributions must be run

from scratch.

Particle algorithms represent the sequential counterpart of sampling based approxima-

tions: an extensive review of their use, specifically for parameter estimation in state-space

models, can be found in Kantas et al. (2015). The authors describe both maximum like-

lihood and Bayesian methods focusing on offline and online implementation alike. As

soon as iterated batch importance sampling (IBIS) was proposed by Chopin (2002) and

thanks to the unifying approach based on the Feynman-Kac formalization presented in

Chopin and Papaspiliopoulos (2021), particle algorithms have been widely used also to

target sequences of posterior distributions for static models. These can be understood

as special cases of state-space models without latent variables and their dynamic; thus,

methodologies in Kantas et al. (2015) can be specialized in the context of sequential pos-

terior approximation as well.

In IBIS, for example, particles in the parameter-space that are used to approximate the

posterior at time n are re-weighted according to the likelihood ratio with time n+ 1. The

resulting weighted sample is used as an approximation of stage (n + 1) posterior. When

the weighting process reaches a threshold degeneracy, parameter particles are refreshed

through resampling and MCMC steps. Particle algorithms are satisfactory in practice,

but suffer from the fundamental weakness that, given a fixed number of particles, it is

impossible to control the approximation accuracy when n is large enough.

Use of smc in contexts similar to online posterior approximation, is apparent in the
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literature on Bayesian sequential experimental design. Here the problem is rather to

perform informed decisions about which design point to select next, based on currently

available data. However, proposed techniques rely on online updated posterior approxi-

mation and share similar limitations to those shown so far. In Drovandi et al. (2013) a

sequential monte carlo algorithm based on IBIS is applied to generalized non-linear models

for discrete data. Similarly, Drovandi et al. (2014) use a smc algorithm for one-at-a-time

Bayesian sequential design in the presence of model uncertainty. Finally, Senarathne et al.

(2020) presents a Laplace-based algorithm for Bayesian adaptive designs under model and

parameter uncertainty. Their proposal hinges on replacing the resample and move steps

of smc with Laplace importance sampling. Further, Pareto smoothing is used to ob-

tain stable importance weights, and hence to improve the efficiency of posterior estimates

based on the resulting particle system. This yields considerable computational efficiency

at little to no compromise in the selection of efficient designs. However, in neither of the

above, guarantees are provided on the approximating accuracy of the particles system

per se and we remark that, as shown in Rossell et al. (2021), good decision making not

necessarily relies on an underlying accurate posterior approximation.

Motivated by the above discussion, in this Chapter we extend the recent work by Durante

et al. (2024) on accurate skew-modal approximations beyond offline contexts. To this

end, we derive a novel online skew-symmetric approximation which is both scalable and

provably more accurate than available alternatives in approximating the intractable tar-

get posterior in online contexts. In their work, Durante et al. (2024) exploit a high—order

log–likelihood expansion to derive an improved Bernstein-von-Mises type result for a class

of known asymmetric densities with tractable normalizing constant: the skew-symmetric

family. This extended Laplace method characterizes also the skewness–inducing mecha-

nism and assures an improved rate of convergence for the total variation distance between

the exact posterior after observing n data points and the approximating distribution. The

same rate is achieved by a simple plug–in versions of the skew–symmetric in which the
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unknown parameter is replaced by the maximum a posterior estimate.

Despite providing a provably accurate posterior approximation, the plug-in skew-symmetric

suffers scalability and efficiency issues when used in an online experiment to approximate

a sequence of posteriors. In particular, its parameters depend on derivative estimates

which plug-in versions must be evaluated from scratch any time a new data point is ob-

served. Accordingly, it is impossible to efficiently adapt the current approximation to

incorporate a further data point. We aim at solving this issue by providing a comparably-

accurate, yet computationally more efficient, online skew-symmetric approximation. We

will do so by first changing the location of the approximation to an online surrogate of the

maximum a posteriori and further suggesting online alternatives to the other parameters.

The resulting "quasi-online" approximation combines computational efficiency and theo-

retical approximating performance guarantees, setting it apart from most of the online

competitors discussed in the literature.

1.1 The skew-symmetric family

The building block of our approximation is a specific class of distributions, namely the

skew-symmetric family. A comprehensive presentation of its construction and main prop-

erties is covered in the book by Azzalini and Capitanio (2014). Below we summarize the

key features of such a class which will be useful for our subsequent derivation of online

skew-symmetric approximations.

Skew-symmetric distributions can be generated as perturbed versions of symmetric prob-

ability density functions f0, called symmetric kernel hereafter. This base is modulated

by a fairly generic factor which must satisfy some simple conditions. Notice that the

concept of symmetry has a unambiguous definition only in the univariate case: density
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f0 is symmetric about point ξ if

f0(y − ξ) = f0(ξ − y) ∀y,

up to possibly a negligible set. In p-dimensional cases, symmetry can be intended in

several ways. Relying on the definition of central symmetry around a point, we say

random variable Y is symmetric around ξ if Y − ξ has the same distribution as ξ − Y ,

that is f0(y − ξ) = f0(ξ − y) for all y ∈ Rp expect for possibly a negligible set.

Proposition 1 (1.1 Azzalini and Capitanio (2014)). Let f0 a probability density function

on Rp, F (·) a continuous distribution function on the real line and w(·) a real valued

function on Rp satisfying

f0(ξ − y) = f0(y − ξ),

w(ξ − y) = −w(y − ξ),

F (−z) = 1− F (z),

for all y ∈ Rp and z ∈ R. Then f(y) = 2f0(y − ξ)F (w(y − ξ)) is a density function on

Rp and will be called a skew-symmetric density.

Despite the perturbation effect might be complicated to visualize in general, when

function w(y− ξ) is simple (e.g. linear), the most prominent feature of resulting densities

is asymmetry, justifying the name ‘skew-symmetric’. A natural and common special

case of this construction considers a p-dimensional multivariate normal base kernel with

mean ξ and covariance matrix Σ. The modulation factor, also referred to as skewness

inducing mechanism, instead is a univariate Gaussian cumulative distribution function,

Φ, evaluated at some odd function of y−ξ. The so called generalized skew–normal (GSN)

has general form,

pSKS(y) = 2ϕp(y; ξ,Σ)Φ(w(y − ξ)),
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and is further discussed in Ma and Genton (2004) and Azzalini and Capitanio (2003).

1.2 (Offline) skew-symmetric approximation

This Section is dedicated to presenting the findings by Durante et al. (2024) that motivate

and provide a starting point for our extension in Section 1.3 and followings. In particular,

we start from an offline version of a skew-symmetric approximation for posterior distri-

butions and aim at providing a comparably-accurate, yet computationally more efficient,

online counterpart. We will do so by first changing the location of the approximation to

an online surrogate of the maximum a posteriori in Section 1.3: the resulting approxi-

mation will be termed semi-online. We further suggest online alternatives to the other

parameters of the approximating distribution in Section 1.4. The resulting approximation

will be said quasi-online and further improve on computational efficiency.

Consider a statistical model with P n
0 the unknown true data generating distribution,

{Yi}n
i=1, n ∈ N a sequence of random variables with distribution P n

0 and PB =
¦
P n

β , β ∈ B
©

,

with B ⊆ Rp, a parametric family which represents the (possibly misspecified) likelihood

choice. We further assume that there exists a common σ–finite measure which dominates

both P n
0 and P n

β so that pn
0 and pn

β are the corresponding density functions. Consider

the Kullback–Leibler projection of P n
0 on PB and assume it is the unique minimizer of

kl(P n
0 ∥P n

β ) in PB: we shall call it P n
β∗ . Now, denote with β̂(n) the maximum a posteriori

(MAP) estimator under the assumed likelihood and prior, i.e.,

β̂(n) = arg max
β

{
ℓn(β) + log(π(β))

}
. (1.2)

Here, ℓn(β) = ∑n
i=1 ℓi(β) is the log–likelihood with n data points, while π(·) is the prior

density. Now, being said Πn(·) the posterior distribution with corresponding density πn(·),

and using notation ℓ(j)
n (·) for the j-th derivative of the log–likelihood for n data points,

it holds:
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Theorem (4.1 Durante et al. (2024)). Under regularity conditions for the model (1, 4–5)

and Assumptions 6–7 for the estimator β̂(n), the posterior for β satisfies

∥Πn(·)− P̂ n
sks(·)∥tv = OP n

0

�
M c

n/n
�
, (1.3)

for some c > 0 and Mn =
√
c0 log n, with c0 > 0. Here, P̂ n

sks(S) =
∫

S p̂
n
sks(β)dβ for

S ⊂ Rp with p̂n
sks(β) defined as follows:

p̂n
SKS(β) = 2ϕp(β; β̂(n), Σ̂)Φ

(√
2π

12

p∑
s,t,l=1

ℓ
(3)
n,stl(β̂(n))(β − β̂(n))s(β − β̂(n))t(β − β̂(n))l

)
.

(1.4)

The symmetric kernel ϕp(·; β̂(n), Σ̂) is the density of a p–variate Gaussian variable centered

in β̂(n) and with covariance matrix defined on the basis of the observed Fisher information

J(β̂(n)) = −ℓ(2)
n (β̂(n)) as

Σ̂ = J(β̂(n))−1 ∈ Rp×p, (1.5)

whereas the skewness inducing mechanism is a univariate normal CDF Φ evaluated at

some odd function of β − β̂(n), depending on the third derivative of the log–likelihood.

We refer to Durante et al. (2024) for the proof of the result, together with an extensive

discussion of the conditions under which it applies. Notice that here we reported the

formulation for the original parameter as opposed to its centered and scaled version ĥ =
√
n(β − β̂(n)). This choice is justified in Remark 4.4 of the original paper and slightly

affects the actual statement of Theorem 4.1.

With reference to Section 1.1, the choice of a normal CDF is just a simple and natural

counterpart of a generic skewness inducing mechanism based on some univariate CDF

F (·) : R→ [0,1] for which we require F (−y) = 1−F (y) and F (y) =1/2 + ηy +O(y2),

for y → 0 and some η ∈ R. Furthermore, function w(·) is equal to the degree three

polynomial
√

2π
12

∑p
s,t,l=1 ℓ

(3)
n,stl(β̂(n))(β − β̂(n))s(β − β̂(n))t(β − β̂(n))l, evaluated at β − β̂(n).
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Beside easy evaluation and analytical tractability of its density, the sks approximation is

particularly appealing because it admits a straightforward i.i.d. sampling scheme justified

by the stochastic representation of the skew-symmetric distribution presented in Ma and

Genton (2004). The availability of an efficient sampling scheme will prove essential in

the online learning setting, discussed in Chapter 3, but is per se an important feature

of sks distributions as it facilitates monte carlo estimation of any functional of interest.

As a result, it simplifies approximate inference on the target posterior and will be used

to evaluate approximating performances throughout the thesis. The sampling scheme

relies on sign perturbations of samples from a p–variate Gaussian and thus proves to be,

essentially, as tractable as multivariate normal sampling. In particular, it proceeds as

follows

Z1 ∼ N(0p, Σ̂),

Z2 ∼ Unif [0, 1],

β̂(n) + z1sign(Φ(w(z1))− z2). (1.6)

For a single draw, the cost of this procedure is driven by the multivariate normal simulation

at fixed dimension p, for which standard implementations can be used, and the evaluation

of the three defining parameters of the skew-symmetric density (1.4). Thus, evaluating the

density and sampling both require estimating β̂(n) and subsequently computing quantities

Σ̂ =
�
−

n∑
i=1

ℓ
(2)
i (β̂(n))

�−1

∈ Rp×p,

n∑
i=1

p∑
s,t,l=1

ℓ
(3)
i,stl(β̂(n))(β − β̂(n))s(β − β̂(n))t(β − β̂(n))l ∈ R.

Remark 1. The computational complexity of evaluating quantities above is given by:

• the sum of n likelihood derivative terms, each evaluated at estimator β̂(n), resulting

in a linear dependence on n
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• the p× p matrix inversion needed for Σ̂, with a cubic (more than quadratic) depen-

dence on p

• the triple sum appearing in the skewness inducing mechanism which, ranging over

1, . . . , p, has a cubic cost in p as well

• the cost of evaluating the required estimator β̂(n)

So, even if the sampling scheme scales well with the amount of data as it does not built

upon n-dimensional quantities, the linear-in-n evaluation cost of the models’ derivatives,

hinders the effectiveness of the approximation in a streaming data scenario. Indeed, any

experiment that sequentially incorporates n data points that steam in one at the time,

can be equivalently considered as a collection of n separate experiments with partially

overlapping data. Facing the linear-in-n costs described in Remark 1 at each stage of

such a sequential experiment, would result in a quadratic cost in n for either sampling or

density evaluation. Since this problem motivates our interest in an online counterpart of

the offline skew-symmetric approximation, we further illustrate it by means of an example.

Suppose n data points have been collected so far and we observe a new data point. Then,

despite the additive structure of the model’s derivatives, no exact sequential update of the

offline skew-symmetric’s parameter exists. This follows because all addends in quantities

ℓ(j)
n (·) are evaluated at the most recent estimator, which would have been updated to

β̂(n+1). A similar argument applies to the estimator itself, as in most cases, especially

those where no analytical form exists for the MAP, its re-evaluation could in general

require from scratch execution of the optimization algorithm of choice.

1.3 The semi-online approximation

As a first step towards an online version of the sks approximation we suggest estimating

β by means of an online MAP estimator. Independently of the estimation procedure
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required by the model, we target a constant cost update (with respect to n) of estimate

β̂(n) towards β̂(n+1). The latter should take into account only the (n + 1)-st data point

and be referred to as β̃(n+1). It will, in general, differ from the MAP, but, as shown below

(and proved in Chapter 2), can still secure an accurate skew-symmetric approximation

of the posterior. Indeed, having access to the exact MAP and all derivatives evaluated

at it, is preferable as the associated approximation has a simpler structure. However, if

scalability is a concern, easy adjustments, in particular a second order correction of the

location, allow using an alternative estimator, while still remaining in the skew-symmetric

family. In particular, consider

p̃n
SKS(β) = 2ϕp

�
β; ξ̃, Σ̃

�
F (w̃(β − ξ̃)), (1.7)

where ϕp(·; ξ̃, Σ̃) is the density of a p–variate Gaussian variable with mean vector

ξ̃ = β̃(n) +
�
J(β̃(n))

�−1
ũ ∈ Rp, with ũ = ℓ(1)

n (β̃(n)) + log π(1)(β̃(n)). (1.8)

Using notation α̃ =
�
J(β̃(n))

�−1
ũ, the covariance matrix is defined as

Σ̃ = Ṽ −1 ∈ Rp×p, with Ṽst = J(β̃(n))st −
p∑

l=1
αl ℓ

(3)
n,stl(β̃(n)). (1.9)

Finally, the univariate cumulative distribution function F (·) responsible for inducing skew-

ness is evaluated at

w̃(β − ξ̃) =
√

2π
12

�
p∑

s,t,l=1
ℓ

(3)
n,stl(β̃(n))

¨
(β − ξ̃)s(β − ξ̃)t(β − ξ̃)l + 3 (β − ξ̃)s α̃t α̃l

«�
.(1.10)

Notice that the above distribution is the plug-in counterpart of the theoretical sks ap-

proximation discussed in Corollary 2.5 by Durante et al. (2024), where we replaced the

unknown true data–generating parameter in the theoretical construction with an efficient
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estimator. Similarly to (1.4), density (1.7) is parameterized with respect to the original

parameter β and specialized for the online maximum a posterior estimator in particular.

An online counterpart of the estimation procedure of choice still does not guarantee a scal-

able approximating scheme. Indeed, evaluating quantities ∑n
i=1 ℓ

(j)
i (·) at an alternative of

the MAP, will not solve the linear-in-n dependence of their evaluation cost. Ideally, one

would like to exploit the additive structure of the derivatives, so that, whenever a new

data point is observed, only the corresponding contribution to the derivatives is evaluated

at the most recent estimate β̃(n+1) and added to the existing sum, already evaluated at

the previous estimates of β following an update of the type

n∑
i=1

ℓi(β̃(i)) + ℓn+1(β̃(n+1)).

With no re-evaluation of past terms at β̃(n+1), this method would result in a completely

online procedure where each update has a constant cost regardless of the number of

available data points. Advantages would impact also the memory aspect, as not re-

evaluating past terms implies that there is no need to store associated data. Resulting

estimates for the derivatives would have a structure of the form

n∑
i=1

ℓ
(j)
i (β̃(i)). (1.11)

Unfortunately, using online-updated derivatives as a surrogate of their offline counterpart,

deeply affects the accuracy of the resulting skew-symmetric approximation. We refer to

Chapter 2 for a detailed discussion, but anticipate that updating location and variance

parameters online can be shown to result in a non-converging approximating scheme. In

particular, we observe how sequentially updating the score, and hence the approxima-

tions’ location, results in a wrong centering of the distribution. In line with findings by

Rossell et al. (2021), the posterior location is often erroneously estimated by approximate

versions of expansion-based approximations. Intuitively, this follows from the fact that,
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increasingly accurate contributions of late stages of the experiment, evaluated at good

estimates of the model’s parameter, do not overcome poor contributions of early observa-

tions.

In the following section, we suggest a practical way of constructing a quasi-online deriva-

tive approximation. In the next chapter, instead, we will show under which conditions

for approximate derivatives the convergence rates to the target posterior, established by

Durante et al. (2024) and recalled in Section 1.2 for the offline contexts, can be maintained

also in online settings. We will clarify for which quantities an online proposal satisfies

said conditions, and why it cannot generally be applied.

1.4 The quasi-online approximation

Our proposal relies on “window-type” or “windowed” estimators for the derivatives.

Rather than updating all n addends in ℓ(j)
n every time the MAP (or any efficient sur-

rogate) is updated, as is done in offline procedures, we re-compute only addends over a

window of amplitude K. Specifically, whenever a new data point is observed, the estimate

of β is updated in an online manner and, for each derivative, a new addend is evaluated

at it. Moreover, past terms which are multiples of K apart, are also updated. This means

that all contributions to model derivatives from data indexed {n, n−K,n− 2K, . . .} are

evaluated at the same estimate β̃(n), similarly, contributions indexed n− 1, n−K − 1, . . .

are evaluated at β̃(n−1) and so on, until index n − K, which falls in one of the already

mentioned cases.

Notice, this is neither an online approach, where only the latest addend is evaluated and

no others are updated (equivalently K = n), nor a batch version of the model’s derivatives,

as it involves continuous update of previous terms. The intuition behind this method is to

renew contributions to the sums which might differ from their offline counterpart because

based on early (and inaccurate) estimates of the parameter (|ℓi(β̃(i))− ℓi(β̃(n))| ≫ 0).
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Referring to equation (1.12) for a graphical representation, it is apparent how the window-

type estimation operates on addends in the log–likelihood derivatives according to a mod-

ulo K operation. Addends being multiples of K apart, namely all terms in the same

window, are evaluated at the same estimate for β. They are displayed column-wise in

(1.12) and their indices share the same remainder after the integer division by K. There

are
�

n
K

�
of them and they represent all terms on which we need to intervene when a new

data point streams in.

Conversely, the indices of K subsequent addends will all have different reminders modulo

K. As a consequence, they will belong to K different windows and K different columns

in arrangement (1.12) as well. Accordingly, they will be evaluated at either of K different

estimates for β. Since any time a new data point is added, the online MAP is updated,

such estimates are β̃(n), β̃(n−1), . . . , β̃(n−K+1). So, all addends are evaluated at either of

K different estimators among which the most obsolete one is β̃(n−K+1). Graphically dis-

playing the “window–type“ estimator ∑n
i=1 ℓ

(j)
i

�
β̃(n−(n−i)%K)

�
in the illustrative case of

n > K and n%K ̸= 0 (not a multiple of K), shows the modulo structure column–wise in

n∑
i=1

ℓ
(j)
i

�
β̃(n−(n−i)%K)

�
= (1.12)

K subsequent addends each evaluated at either of estimators β̃(n), β̃(n−1), . . . , β̃(n−K+1)︷ ︸︸ ︷
ℓ

(j)
1 (β̃(⌊ n

K ⌋K+1)) + . . .+ ℓ
(j)
n%K(β̃(n)) + . . .+ ℓ

(j)
K (β̃(⌊ n

K ⌋K))+

ℓ
(j)
K+1(β̃(⌊ n

K ⌋K+1)) + . . .+ ℓ
(j)
n%K+K(β̃(n)) + . . .+ ℓ

(j)
2K(β̃(⌊ n

K ⌋K))+
... +ℓ(j)

⌊ n
K ⌋K

(β̃(⌊ n
K ⌋K))+

ℓ
(j)
⌊ n

K ⌋K+1(β̃
(⌊ n

K ⌋K+1)) + . . .+ ℓ(j)
n (β̃(n)).︸ ︷︷ ︸�

n
K

�
addends

n, n−K, n−2K, . . .

sharing est. β̃(n)

In the above writing, % indicates the modulo operator, that is the remainder of integer

division by K. Index (n − (n − i)%K), which takes only values n, n − 1, n − K + 1,
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helps keeping the notation for window-based derivatives short. In an experiment with

horizon n, it identifies the version of the estimator used when evaluating the derivaitve

contribution relative to the i–th data point. This construction represents the building

block for more scalable procedures to define approximate version of the model derivatives.

Before discussing how, notice that there might be an interest in allowing K to grow with

n. Indeed, if K is kept fixed, as n grows the number of terms to be updated (
�

n
K

�
)

still increases linearly, while the point estimate of β and the derivative addends stabilize.

Specifically, updated terms will likely differ only slightly from their outdated versions,

meaning

ℓ
(j)
n%K+K(β̃(n)) ≈ ℓ

(j)
n%K+K(β̃(n−K)),

causing an increased computational cost at reduced accuracy gain. As a solution, we

suggest considering an increasing window K(n), resulting in a trade-off between compu-

tational efficiency and approximating accuracy. We refer to Chapter 2 to quantify this

effect on the convergence rates to the target posteriors.

The computational complexity of the window-type estimation procedure clearly depends

on the choice of the window amplitude, K(n). The number of terms that need to be

updated is ⌊ n
K(n)⌋. Accordingly, any constant choice for K(n) = K will not change the

order of computational complexity, but only the associated multiplicative constant. How-

ever, the possibility of choosing K large with respect to the problem size, will determine

quasi-online computations where the number of updates is significantly lower than in the

offline case. We will show in Chapter 2 that this can be achieved at no expense of ap-

proximating accuracy (in the sense of asymptotic convergence rate in TV distance to the

target posterior). Achieving sub-linear-cost in the updating scheme, is instead associ-

ated with decreased approximating accuracy. This is an interesting result as it describes

how computational efficiency comes at the cost of approximating precision. Two further

comments are of order here. First, the procedure is quasi-online only in complexity (and
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execution time), but not memory-wise. Indeed, in order to update the contributions of

past stages, the history of the experiment needs to be stored. Second, the cost of updating

the sks parameters is, in practice, dominated by the cost of repeatedly sampling from

the deterministic approximation, indeed, the skewness driven flipping of each symmetric

draw from the normal kernel determines a cubic cost in dimensions for every sample.

The windowed estimators for model derivatives represent a scalable surrogate of their

offline counterpart. Unsurprisingly, repeatedly (once every K stages) updating past con-

tributions to the sums reduces the differences with the offline versions. This procedure

makes window-based parameters similar enough to their offline counterpart so as not to

affect the accuracy of approximations based on them. As anticipated, they will be used

to build approximate versions of the derivatives on which basis we build the parameters

of a skew-symmetric approximation.

The construction of the approximate derivatives essentially relies on the window-type es-

timators, but some comments are required. While the windowed derivative suffices to

approximate the model’s fisher information at the mode, for the model’s score, a second

order correction is required. It’s use is apparent from the proof, but intuitively it repre-

sents a first-order correction, similar to the one required for the location when the exact

MAP is replaced by its online counterpart. Its presence also hints to the reason why no

fully online alternative assures satisfactory approximating accuracy. Indeed, in the theo-

retical discussion relegated to Chapter 2, we will require that the difference between the

two estimators β̃(n−K) and β̃(n), appearing in the correction, decreases as more and more

data are collected. Namely, we expect that estimators based on an increasing number of

data are increasingly similar despite respective data pools differ by K units. We will show

this is a reasonable assumption as, intuitively, the effect of a fixed number of data points

should not affect the estimation procedure in the tall data limit.

Conversely, rephrasing the above arguments with the online version in mind, would result

in asking for the difference β̃(i) − β̃(n) to decease with n for any fixed i. Namely, asking
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that estimates based on an increasing number of data become increasingly similar to any

previous estimate is mathematically impossible even before unreasonable.

We further remark how the third derivative, and accordingly the skewness inducing mech-

anism, can be handled exactly online. This is particularly interesting because the skewed

contribution and its cubic-in-dimension evaluation cost are the major differences between

the skew-symmetric approximation and its Gaussian counterpart. Thus, being able to

maintain offline-comparable approximating performances using a scalable counterpart of

the computationally most intensive parameter, further contributes to the interest for this

construction. From the upcoming theoretical discussion, it will be clear that the error

margin to achieve good approximating performances is smaller for the third derivative

than for the first two. Accordingly, requirements on the accuracy of the approximate

third derivative (with respect to the offline case) are loose enough for the online counter-

part to satisfy them. Summing up, having defined approximate derivative estimates

ℓ̃(1)
n =

n∑
i=1

ℓ
(1)
i

�
β̃(n−(n−i)%K)

�
+

n∑
i=1

(
ℓ

(2)
i

�
β̃(n−(n−i)%K)

�) �
β̃(n) − β̃(n−(n−i)%K)

�
,

ℓ̃(2)
n =

n∑
i=1

ℓ
(2)
i

�
β̃(n−(n−i)%K)

�
,

ℓ̃(3)
n =

n∑
i=1

ℓ
(3)
i

�
β̃(i)

�
,

(1.13)

we introduce the quasi-online skew-symmetric approximation which parameters are built

upon the above defined approximations as

pn
OSKS(β) = 2ϕp

(
β; æξ, æΣ)F ( æw(β − æξ)), (1.14)

where ϕp(·; æξ, æΣ) is the density of a p–variate Gaussian variable with mean vector

æξ = β̃(n) +
�
−ℓ̃(2)

n

�−1 æu ∈ Rp, with æu = ℓ̃(1)
n + log π(1)(β̃(n)). (1.15)
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Using notation æα =
�
−ℓ̃(2)

n

�−1 æu, the covariance matrix is defined as

æΣ =
[
−ℓ̃(2)

n −
p∑

l=1
æαl ℓ̃

(3)
n,··l

]−1

. (1.16)

Finally, the univariate normal CDF responsible for inducing skewness is evaluated at

æw(β − æξ) =
√

2π
12

�
p∑

s,t,l=1
ℓ̃

(3)
n,stl

¨
(β − æξ)s(β − æξ)t(β − æξ)l + 3 (β − æξ)s æαt æαl

«�
. (1.17)

We can appreciate performance guarantees in practice by looking at Figure 1.1. It dis-

plays the log TV distance for three different quasi-online skew-symmetric approximations

to target posterior as an increasing number of data streams in, for a logistic regression

model with one-dimensional parameter. The three approximations refer to three different

window amplitudes and are compared to both offline and online versions of the Laplace

approximation for benchmark. Notice, reporting log–transformed distances is equivalent,

to displaying distances in logarithmic scale and helps visualizing the power function be-

havior of convergence rates. We observe how all approximations get increasingly accurate

and that the quasi-online version for constant window size matches the accuracy of the

offline version as n grows. For different choices of increasing window sizes, 3
√
n and

√
n,

in orange and brown respectively, we observe the anticipated decreased accuracy with

respect to the offline case.
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Figure 1.1: Total variation distance between target posterior and different deterministic
approximations. Results refer to a logistic regression with one-dimensional parameter
(single covariate).

Remark 2. Dependence of computational complexity on dimension p for the quasi-online

skew-symmetric approximation does not differ from the offline case:

• Hessian update and evaluation of æα require a p × p matrix inversion, which results

in a more than quadratic cost in p.

• First order correction in the score (1.58) requires matrix-vector multiplication be-

tween a p× p Hessian and p–dimensional difference [β̃(n) − β̃(n−(n−i)%K)], resulting

in a quadratic cost in p.

• The skewness inducing mechanism (1.17), involves a triple index sum over the rank–

three third–order derivative, resulting in O
(
p3) cost.

Conversely, the dependence on n of these costs is significantly different:

• Windowed derivative estimators require ⌊ n
K(n)⌋ operations to be updated.

• The first order correction in the score, given by quantities β̃(n) ∑n
i=1 ℓ

(2)
i,st

�
β̃(n−(n−i)%K)

�
and ∑n

i=1 ℓ
(2)
i,st

�
β̃(n−(n−i)%K)

�
β̃(n−(n−i)%K), can be evaluated simultaneously with the

second order derivative.
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• The skewness inducing mechanism, whose dependence on p is the major scalability

concern of this approach to high-dimensional settings, has a constant (on n) update

cost, as it is perfectly online.

Following the i.i.d sampling scheme presented in (1.6), generating a unique sample from

an online–updated skew–symmetric approximation has cost driven by:

• Generating a p dimensional normal variable z1 with general covariance matrix æΣ.

• evaluating the skewness inducing mechanism Φ( æw(z1)) with cubic cost in p.

1.5 Online skew-symmetric approximation for Bayesian

generalized linear models

Consider a collection of univariate response data (yi)i∈{1,...,n} and corresponding covariate

vectors (xi)i∈{1,...,n} from a model with conditional expectation for generic response Y

defined as

E(Y | X = x) = µ(x) = g−1(x⊺β),

with β ∈ Rp an unknown parameter vector and g : R → R a general link function. This

framework generalizes the classical linear regression to a generalized linear model (GLM)

and generally relies on the additional assumption that the response density belongs to the

exponential family, that is,

p(y | β, x) = exp
{
b(x⊺β)y − ψ(b(x⊺β)) + h(y, x)

}
. (1.18)

Here ψ(·) is a (at least) twice continuously differentiable cumulant generating function,

exp{−h(y, x)} is the normalizing constant and b(x⊺β) is the canonical parameter that al-

lows writing the exponential family in its natural formulation (where the sufficient statistic

coincides with the data). Thus, b(·) is the function that maps the linear predictor into
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the canonical parameter and it follows from standard properties of the exponential family

that

1. b(x⊺β) = [ψ′]−1(g−1(x⊺β)),

2. ψ′(θ) = E(Y | X = x),

3. ψ′′(θ) = V ar(Y | X = x),

4. The log–likelihood function for observations Dn = (x1, y1, . . . , xn, yn) is

ℓn(β) =
n∑

i=1
yib(x⊺i β)− ψ(b(x⊺i β)) + h(yi, xi).

Assume data rapidly stream in as pairs of covariates and outcomes and consider the

sequential task of updating the knowledge on the parameter every time a new data pair

arise. Further consider the commonly-assumed Gaussian prior for β

β ∼ Np(0,Ω). (1.19)

Then, as the experiment proceeds and a history of observed covariates and responses is

recorded, the prior on β is updated to determine a sequence of posterior distributions. Let

Xn the n× p design matrix and yn the n× 1 response vector. Together, they constitute

the history of the experiment and will be referred to as Dn hereafter. The posterior at

stage n thus is

πn(β) ∝ π(β)eℓn(β).

Except for the Gaussian-likelihood case, such a posterior is, generally, not available in

closed form and thereby motivating the previously proposed skew-symmetric approxi-

mation to provide inference on β in online settings. To this aim we first consider the

likelihood structure and its derivatives. Using notation x⊺i β = ηi and referring to the
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canonical parameter b(x⊺i β) simply as θi, we get the score

∇βℓn = ℓ(1)
n (β) =

n∑
i=1

xi

[
yib

(1)(ηi)−
�
ψ(1)(θi)b(1)(ηi)

�]
, (1.20)

whereas the Hessian coincides with

ℓ(2)
n (β) =

n∑
i=1

xix
⊺
i

[
yib

(1)(ηi)−
�
ψ(2)(θi)[b(1)(ηi)]2 + ψ(1)(θi)b(2)(ηi)

�]
. (1.21)

The third derivative of the model’s log–likelihood is a rank3 tensor which entries will be

indexed by triplets s, t, l = {1, . . . , p}3 and take values

ℓ
(3)
n,stl(β) =

n∑
i=1

xi,s xi,t xi,l

�
yib

(3)(ηi)−
�
ψ(3)(θi)[b(1)(ηi)]3

+ 3ψ(2)(θi)b(1)(ηi)b(2)(ηi) + ψ(1)(θi)b(3)(ηi)
��

. (1.22)

Quantities (1.20)-(1.22) evaluated at β̂(n) are the offline derivative estimates that we

aim at approximating with our window-based proposals. In particular, with reference to

(1.58), addends ℓ(j)
i , for j = 1, 2, 3 are here specialized for the particular choice of the

generalized linear likelihoods and will be evaluated at either β̃(n−(n−i)%K) or β̃(i) to build

the approximate derivative estimates.

The following subsections are dedicated to presenting three modeling scenarios with rel-

ative simulation studies that allow to practically observe the approximating accuracy of

the proposed methodology with respect to state of the art alternatives. In particular, we

describe both multivariate and univariate generalized linear models in the logistic, probit

and Poisson family, describe how to obtain efficient online maximum a posteriori esti-

mates for the regression parameter under these modeling choices, combine them with the

windowed derivative approximations to show the performance advantages of our quasi-

online approximation with respect to precise and competitive alternatives. We compare
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performances with sequential monte carlo and Laplace approximations, both offline and

online, to argue that our method is either substantially more precise at no excessive cost

of execution time, or comparably precise in the face of a remarkable gain in execution

time.

Data will be simulated from the model and skewness in the posterior has been modulated

by unbalancing the response, that is, by inducing unbalanced success probabilities. Since

our contribution is mostly in adapting the skew–symmetric approximation to streaming

data scenarios, we highlighted how similar performances can be maintained while signif-

icantly cutting computational costs, as opposed to putting more emphasis on differences

between skewed and symmetric approximations. For the latter, a detailed comparison has

been carried out in Durante et al. (2024).

In one-dimensional scenarios, we will display the total-variation distance between target

posterior and considered approximations. Given the analytical tractability and closed

form of both Laplace and skew-symmetric densities, it is possible to evaluate them at

given point β. Similarly, the density of one-dimensional intractable posteriors can be eas-

ily estimated thanks to numeric integration. Indeed, the intractable normalizing constant

can be obtained by numerically integrating the posterior kernel, which consists in just

the likelihood contribution times the prior. Given density evaluations of both posterior

and relative approximations at given points, estimating the TV distance just consists in

numerically evaluating the integral

∥Πn(·)− P n
approx(·)∥tv = 1

2

∫
|πn(β)− pn

approx(β)|dβ. (1.23)

In p ̸= 1 dimensional scenarios, the same procedure is impractical, because numerical

integration suffers in higher dimensional settings. As a consequence, we rely on sampling

based comparison between approximations. Indeed, as shown in Durante et al. (2024), the

same convergence rates that apply to the TV distance between the sks approximation
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and the target posterior, hold also for distances between expectations of polynomially

bounded functions. Thus, it is possible (and easier) to detect the performances of ap-

proximations we want to compare from their monte carlo (MC) estimates of expectations

of a selection of polynomially bounded functions. In particular, here we chose the norm

of the parameter’s expectation, the expected L2 norm of the parameter and the expected

posterior linear predictor for an arbitrary choice xn+1 ∈ Rp. This way, we considered both

even and odd functions of the parameter that might be differently hard to estimate by

the approximations under comparison.

Concerning the sampling based performance evaluation for the skew-symmetric approx-

imations, a comment is in order. We discussed the cost of obtaining i.i.d. samples from

a sks random variable in Remark 1. The procedure requires computing the skewness-

induced flipping probabilities for any sample drawn from the normal baseline. Thanks

to the online update we recovered for the skewness inducing parameter itself, if a large

number of samples was required only at given stages, or a small number of samples was

required at all stages of an online experiment, then the sampling scheme would result

to be only slightly less efficient than its normal counterpart. If however, a large number

of samples was required at all stages in a streaming data scenario, e.g. when comparing

MC estimates for different approximations each updated at any stage of the sequential

experiment, then discarding all previously gathered samples and evaluating flips for all

new ones, would prove highly inefficient. Indeed, subsequent posterior distributions (and

associated approximations) will likely be similar. Therefore, we suggest using importance

weighted sks samples in these specific cases. We will show this solution is both a timely

efficient and performance preserving alternative to sequential monte carlo and Laplace

approximations.

More precisely, in the following simulations, sks parameters will be evaluated offline in

the first stages of the experiment, when the linear-in-n evaluation cost of the derivatives

is bearable. Later, when the number of data exceeds the window size, we switch to the
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quasi-online method. This will result in an initial drift from the offline behavior, which

however will not affect performances in the long run.

Whenever inference is required at all stages of the experiment, we further resort to im-

portance weighting (Chapter 8, Chopin and Papaspiliopoulos (2021)) to update samples

drawn from the most recent sks approximation. Since importance weights between two

successive posteriors, which differ by a single data point, just reduce to the likelihood

contribution of that point, sample βm drawn from stage-n-approximation is weighted pro-

portionally to exp{ℓn+1(βm)}.

Depending on whether interest lies in execution time or precision, the frequency of exact

i.i.d. sampling from the sks distributions can be tuned. On this regard, our conclusion

is twofold and outlined in further detail in Figures 1.9 and 1.10. At matching execution

times, i.i.d. sampling from sks is frequent enough to consistently outperform smc, even

over stages where we rely on importance weighting. Similarly, the performance advantage

of sks over smc, at stages where we sample exactly, is large enough to justify sampling

so rarely that execution time is significantly cut. This happens without performance loss

with respect to smc, despite the extensive use of importance sampling in between subse-

quent sampling stages.

Here, and in all the following, the behavior of smc always refers to the iterated batch im-

portance sampler by Chopin (2002) for which a recent discussion can be found in Chapter

17 of Chopin and Papaspiliopoulos (2021). We consider an implementation with system-

atic resampling, random walk proposals and five MCMC rejuvenation steps when the

effective sample size drops below half the initial particles, set to 103p. These algorithmic

choices follow an extensive comparison with alternatives. On the sampler level, we consid-

ered a range of possibilities, form naive sequential importance resampling (Chapter 9 of

Chopin and Papaspiliopoulos (2020)), to more involved schemes like adaptive sequential

monte carlo (Fearnhead and Taylor (2010)), waste free SMC (Dau and Chopin (2020))

and controlled SMC (Heng et al. (2020)). IBIS represent a sensible compromise between
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flexibility, resulting precision and lightweight computation. This SMC sampler specifi-

cally targets a sequence of posterior distributions of a certain static model and consists of

a particle move step and a resampling phase. Reported results refer to the best perform-

ing combination between different resampling methods like “multinomial“, “residual“ and

“systematic“ and a variety of possible posterior invariant kernels. Explored alternatives

are normal and skew–symmetric independent kernels, “Gibbs“ kernels and both random

and Langevin walk. Similar tuning was carried out for the number of rejuvenation steps

for the Markov chain kernels. We further acknowledge that SMC can be made arbitrarily

precise by increasing the number of particles, therefore we consider a baseline scenario

where SMC is comparable (in term of approximating accuracy) with the online skew–

symmetric. An alternative approach based on lighter (in terms of particle size) SMC, at

reduced sampling cost, is discussed in Section 1.5.3 and depicted in Figure 1.11.

Concerning other deterministic approximations, the obvious comparison is with the Laplace

approximation centered around the mode, found using a standard gradient-based opti-

mizer for the log–posterior, and with precision given by the Hessian around the MAP.

Since convergence rate differences with respect to sks distributions have been discussed

and numerically documented in Durante et al. (2024), here we are more interested in

relating performances to execution time. For this reason, we are also interested in an

online counterpart to this Gaussian approximation. As immediately follows from our the-

ory, an online parameter update could not guarantee convergence to the target posterior

even when considering a normal approximation. Unsurprisingly, solutions proposed in

literature take an alternative approach and, to the best of our knowledge, do not expand

on the theoretical performance guarantees of this efficient approximating schemes. In

the following we refer to online Laplace as the construction by Ritter et al. (2018). It

consists in retrieving a surrogate of the posterior by multiplying a new likelihood term

to the existing normal posterior approximation. The resulting surrogate posterior is then

projected onto the normal class, obtaining a new approximation.
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In particular, let µn and Λn respectively the mean and precision of a normal approxi-

mation for stage-n posterior. The first step of online Laplace consists in updating this

approximation with the stage-(n+ 1) likelihood term, obtaining

log f(β|yn+1, µn,Λn) ∝ ℓn+1(β) + logN (β;µn,Λn)

∝ ℓn+1(β)− 1
2(β − µn)⊺Λn(β − µn).

The second step is the projection, where we aim at approximating the surrogate of the

posterior log f(β|yn+1, µn,Λn) with a new Gaussian. We first update the mean to the

mode of the surrogate posterior as

µn+1 = arg max
β

§
yn+1b(x⊺n+1β)− ψ(b(x⊺n+1β))− 1

2(β − µn)⊺Λn(β − µn)
ª
.

We further update the precision by incorporating the Hessian of the most recent log–

likelihood evaluated at the mode:

Λn+1 = Λn +Hn+1(µn+1),

where Hn+1(µn+1) = ∂2ℓn+1(β)
∂β∂β

∣∣∣
β=µn+1

is defined as in (1.21) and the recursion is initialized

with the Hessian of the log prior.

1.5.1 Online expectation maximization

We start by discussing the first crucial ingredient to derive the proposed online sks ap-

proximations in the GLM context: the existence of a sequence of efficient estimators at

which the derivatives must be evaluated. In this section, we remark the existence of online

alternatives to the MAP estimation procedures in GLMs. They update current estimates

with the information of any new data point at constant cost. In particular, consider an

online estimator, denoted β̃(n) that updates the value of β̃(n−1) towards the posterior mode
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β̂(n). In the setting of generalized linear models, in general, no closed form analytical solu-

tions exist for the posterior maximization, but computationally efficient alternatives such

as (stochastic) gradient descent and expectation maximization allow for online versions

where the intrinsic sequential nature of the algorithms is substituted by the streaming

data dynamic. A complete discussion of the most relevant method we will use in the

following, namely online expectation maximization by Cappe and Moulines (2009), can

be found in Appendix A. Whenever this method cannot be applied, we will rely on online

gradient descent (Chapter 3 in Hazan (2016)). In the following sections we report the

specific design of these online maximization algorithms in the studied examples.

We postpone to Chapter 2 a complete discussion on the theoretical convergence guaran-

tees for these algorithms, how they interact with the accuracy of the derivative estimation

procedure and, in turn, with the convergence properties of associated skew-symmetric

approximations to target posterior. For the time being, we visualize and describe perfor-

mances with the support of Figure 1.2. Here, we look at square distances between the

online MAP estimates and the true data generating parameter β∗ in log–scale. In simi-

lar experimental settings, that is under the same parameter dimension and with shared

covariate generating mechanism, for data generated according to the model, we display

performances of the online parameter-estimation algorithms of choice for logit, probit and

Poisson regression. Interest is twofold, first, to provide evidence that both online expec-

tation maximization and online gradient descent manage to retrieve the true parameter

β∗ with increasing accuracy, as data are collected. Second, to capture the speed at which

this happens, namely the convergence rate of the estimation algorithms: in the log–log

scale this is quantified by the slope of the line fitting reported distances. Up to obvious

differences given by likelihood and estimation variety, it appears from Figure 1.2 that

the two procedures, specialized for the three modeling scenarios, share comparable con-

vergence behaviors towards the true parameter β∗. Notice, aside from minimalism in the

number of representations, there is no substantial reason to gather the three algorithms in
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the same plot. Indeed, we are just interested in establishing the slope and acknowledging

it is the same for both across estimation methodology and modeling setting. Thanks to

similar experimental conditions, quantities of interest have comparable magnitude and

can be displayed together in the same image.

Figure 1.2: Square distance between efficient online MAP estimators β̃(n) and true data
generating parameter β∗ in log scale. Estimation procedures are online expectation max-
imization for probit and logit regression and online gradient descent for Poisson. Results
are average performances over 100 experiments each with 2000 data points.

1.5.2 Logistic regression

We start by considering a sequence of Bernoulli outcomes whose success probabilities are

obtained by the logistic transformation of a linear combination of observed covariates.

Given covariate vector xi ∈ Rp, the associated outcome follows distribution

Yi|xi, β ∼ Bern

�
1

1 + exp{−x⊺i β}

�
. (1.24)

With reference to the GLM notation, outcome expectation is µi = µ(xi) = 1
1+e

−x
⊺
i

β
and

the log–likelihood, with respect to the original parameter, for n data pairs can be written
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as

ℓn(β) =
n∑

i=1
yi log

� 1
1 + e−x⊺

i β

�
+ (1− yi) log

�
e−x⊺

i β

1 + e−x⊺
i β

�
=

n∑
i=1

yi log (µi) + (1− yi) log(1− µi). (1.25)

Sticking with notation µi, we get successive model derivatives

ℓ(1)
n =

n∑
i=1

xi(yi − µi),

ℓ(2)
n =

n∑
i=1

xix
⊺
i (µ2

i − µi),

ℓ
(3)
n,st,l =

n∑
i=1

xi,sxi,txi,l(−2µ3
i + 3µ2

i − µi).

Concerning the online estimation procedure for the regression parameter, we refer to Sec-

tion A.2 for a complete discussion of the data augmentation scheme described in Nicholas

G. Polson and Windle (2013) that allows to use an online version of the expectation

maximization algorithm, developed by Cappe and Moulines (2009), in the logit regression

setting. For the purposes of the quasi-online approximation construction, just notice that

an efficient online MAP approximation exists in the form of a simple p × p matrix and

p-dimensional vector multiplication

β̃(n) = (ÝMn + Ω)−1S̃n. (1.26)

Here, ÝMn and S̃n are estimated versions of two complete-data sufficient statistics in the

data augmentation scheme for logit regression presented in Nicholas G. Polson and Windle

(2013) and Durante and Rigon (2019). They can both be obtained in an online fashion
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as

S̃n = S̃n−1 + xn(yn − 1/2), (1.27)

ÝMn = ÝMn−1 + xnx
⊺
n

(
1

2x⊺nβ̃(n−1)
tanh

�
x⊺nβ̃

(n−1)

2

�)
, (1.28)

where we notice that only the expectation of the stage-n latent variable (the quantity in

brackets in (1.28)) is evaluated at the current best available estimate β̃(n−1), making the

update cost of above writings independent on n and, accordingly, online.

For further computational tractability of the estimation procedure (1.26), notice how the

update of statistic ÝMn occurs by means of the sum of a rank-one matrix. Thus, the

inversion required by (1.26) can take advantage of Sherman-Morrison identity:

ÝM−1
n = ÝM−1

n−1 −
ÝM−1

n−1xnw̃
(n−1)
n x⊺n

ÝM−1
n−1

1 + w̃
(n−1)
n x⊺nÝM−1

n−1xn

, (1.29)

where we took over notation w̃(n−1)
n from Section A.2 to refer to the quantity in brackets

in (1.28). As a consequence, the whole estimation procedure has a constant quadratic cost

in the parameter dimension p, as the matrix inversion boils down to the quadratic-cost

procedure in (1.29) and the sufficient statistic update (1.27) has linear cost in p.

We start discussing performances of the quasi-online sks approximation and how they

compare to state of the art competitors in Figures 1.3 and 1.4. Results in these plots

refer to a logistic regression model with one-dimensional parameter in a streaming data

scenario. Up to horizon 1000, at each stage, a new data couple is observed and a new

approximation is evaluated. Considered alternatives here are offline Laplace (blue), online

Laplace by Ritter et al. (2018) (light blue), offline skew-symmetric as described in Durante

et al. (2024) (black) and our quasi-online approximation based on constant window-size

windowed estimates for the derivatives (red).

Figure 1.3 displays total variation distances between the target posterior and different
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approximating schemes. As discussed in Section 1.5, thanks to numeric integration, the

one-dimensional setting allows estimating the distance between posterior density and ap-

proximating densities directly, whenever they are available in closed and have easily com-

putable forms. For this reason, we exclude smc from this comparison. Being a sample-

based approximation, the density induced by the particle system, can only be estimated

empirically from the weighted sample, making the comparison unfair. Moreover, notice

that the possibility of quantifying the approximation error, at least in an asymptotic

regime, is a strong selling point of deterministic approximations, like quasi-online sks, as

they allow quantifying the required data size to achieve a given approximating accuracy.

Going into details, we observe how the quasi-online approximation matches the offline

sks performances, and they both get increasingly precise in approximating the target

posterior, as data are collected. The same can be said for both the offline and the on-

line Laplace approximation, however the rate at which such precision increase occurs, is

clearly inferior. We justify this difference by the skewness-capturing component of the

skew-symmetric approximations, which clearly have an advantage in describing posterior

asymmetry behaviors.

Figure 1.3: Total variation distance between target posterior and both offline and online
versions of skew-symmetric and Laplace approximations. Results refer to a logistic re-
gression with one-dimensional parameter.
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Figure 1.4, on the other hand, compares cumulative execution time for parameter

estimation and density evaluation of the approximating schemes. Offline cases display

the distinctive quadratic growth given by the linear-cost parameter estimation at each

stage. Online alternatives instead capitalize on the constant cost parameter update at

each stage to achieve the overall linear execution time. Similarly, we can clearly see the

toll payed by the skewed distributions to determine the additional skewness inducing

parameter with respect to their symmetric counterparts. Differences are more apparent

in p ̸= 1 scenarios, where the cubic-in-p dependence of the skewness inducing mechanism

evaluation has a major effect of the cost of the estimation and sampling procedure. A

combined analysis of these results clearly advantages the quasi-online skew-symmetric

approximation over the online Laplace, which is outperformed in terms of approximating

accuracy without achieving a significant enough execution time advantage.
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Figure 1.4: Cumulative execution time of offline and online versions of skew-symmetric
and Laplace approximations compared. Results refer to a logistic regression model with
one-dimensional parameter. They measure both parameter detection and density evalu-
ation.
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1.5.3 Probit regression

Assume now, outcomes are binary and follow a Bernoulli distribution. Success probability

of outcome Yi depends on observed covariate xi trough transformation Φ(x⊺i β) where Φ

is the CDF of a standard normal distribution. The just described probit model can be

written as

Yi|xi, β
i.i.d∼ Bern(Φ(x⊺i β)). (1.30)

The resulting log–likelihood, written with respect to parameter β, is

ℓn(β) =
n∑

i=1
yi log(Φ(x⊺i β)) + (1− yi) log(1− Φ(x⊺i β))

=
n∑

i=1
yi log

�
Φ(x⊺i β)

1− Φ(x⊺i β)

�
+ log(1− Φ(x⊺i β)). (1.31)

Shortening notation by introducing writing x⊺i β = ηi and referring to the normal CDF

Φ(x⊺i β) simply as Φi, we get that the score is

∇βℓn = ℓ(1)
n (β) =

n∑
i=1

xi

[
yi

�
ϕ(x⊺i β)

Φi(1− Φi)

�
+
�
−ϕ(x⊺i β)

1− Φi

�]
. (1.32)

Here ϕ(x⊺i β) is the normal density evaluated in ηi and we use ϕi hereafter to indicate it.

Proceeding in the differentiation, we get a closed form expression for the Hessian in the

form of

ℓ(2)
n (β) =

n∑
i=1

xix
⊺
i

[
yi

�
− ηiϕi

Φi(1− Φi)
− (1− 2Φi)ϕ2

i

Φ2
i (1− Φi)2

�
+
�

ηiϕi

1− Φi

− ϕ2
i

(1− Φi)2

�]
. (1.33)
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The third derivative of the model’s log–likelihood is a three dimensional object which

entries are indexed by the triple index s, t, l and reads,

ℓ
(3)
n,stl(β) =

n∑
i=1

xi,s xi,t xi,l

�
yi

�
2ϕ3

i (1− 3Φi + 3Φ2
i )

Φ3
i (1− Φi)3 + 3ηiϕ

2
i (1− 2Φi)

Φ2
i (1− Φi)2

+ (η2
i − 1)ϕi

Φi(1− Φi)

�
+
�
− 2ϕ3

i

(1− Φi)3 + 3ηiϕ
2
i

(1− Φi)2 −
(η2

i − 1)ϕi

1− Φi

��
. (1.34)

We again refer to the discussion in Appendix A, specialized to the probit setting in A.1 to

suggest an online MAP estimator obtained using online expectation maximization. Here,

we just recall that the procedure boils down to

β̃(n) = (X⊺
nXn + Ω)−1 S̃n, (1.35)

where S̃n is an estimate of the expected value of the complete data sufficient statistic,

based on some previous estimate β̃(n−1) of the parameter, and is defined as

S̃n = S̃n−1 + xn

�
x⊺nβ̃

(n−1) + (2yn − 1)ϕ(x⊺nβ̃(n−1))
1− Φ((1− 2yn)(x⊺nβ̃(n−1)))

�
. (1.36)

Notice, again, how only the expectation of stage-n latent variable (quantity in brackets

in (1.36)) is evaluated at the current best available estimate β̃(n−1). Thanks to the effi-

cient matrix inversion discussed in Section A.1, the online estimation of the MAP has a

quadratic cost in the parameter dimension p. Indeed, the matrix inversion reduces to a

quadratic-cost procedure, while the sufficient statistic update has linear cost in p.

Figures 1.5-1.8 are dedicated to discuss performances of the constant window, quasi-online

sew-symmetric (red) approximation in a p = 7 dimensional probit regression setting in

comparisons with alternatives. Considered competitors are the offline skew-symmetric

approximation (black), a sequential monte carlo sampler (green) and the Laplace approx-

imation, both offline (blue) and online (light blue).
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In the p ̸= 1 case, as anticipated in Section 1.5, we prefer comparing approximating per-

formances by looking at monte carlo estimates of expectations of generic polynomially

bounded functions, rather than the TV distance between the p dimensional distributions.

In Figures 1.5-1.7 monte carlo estimates of the considered functionals each rely on 7000

i.i.d samples from the corresponding deterministic approximation, where 7000 is also the

number of smc particles. Estimates are computed once every 10 stages until horizon 100

and once every 30 stages afterwards. This decision follows the discussion about repeated

sampling costs we anticipated in Section 1.5 and is justified by the intuition that approx-

imating performances will not change significantly when posteriors differ only slightly,

because only a limited number of new data is considered. A further and deepened discus-

sion on the merit of this choice is postponed to the end of this section.

In Figure 1.5 we study the difference between the parameter expectation with respect

to the target posterior and the different approximations. Notice how quasi-online and

offline skew-symmetric approximations differ slightly only around stage 30, which is the

window size K in this experimental setting. This behavior is expected in the sense that

up to n = K, quasi-online sks is initialized as its offline counterpart, while later the

window-type derivative approximation kicks in. Differences between the two will first

increase, as new addends are evaluated at increasingly different parameter estimates, and

later decrease as the continuous update of deprecated contributions stabilizes. The only

clearly outperformed competitor is online Laplace while smc and offline Laplace manage

to cover the initial disadvantage (of not capturing the skewed behavior) as the data count

increases.

In Figure 1.6 we study the difference between expected posterior linear predictor for an

arbitrary choice xn+1 ∈ R7, when expectation is taken with respect to the target posterior

and the different approximations. Experimental conditions are the same as in Figure 1.5,

while comments must be slightly adapted. We again acknowledge the poor performances

of online Laplace, but differently from before, notice how also the offline Gaussian ap-
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Figure 1.5: Difference between true and approximate posterior expectations for the probit
regression parameter in 7-dimensional setting. Estimated performances are averaged over
30 experiments with horizon 1000.

proximation seem to suffer. An intuition for this behavior is that the linear predictor can

be an odd function of the parameter, and as such, have a significantly more asymmetric

posterior, which the normal approximation cannot effectively capture.

Figure 1.6: Difference between the posterior expected linear predictor for some xn+1 ∈ R7

with respect to the target posterior and the approximations. Estimates are averaged over
30 experiments with horizon 1000.
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Finally, Figure 1.7 analyzes the differences between the posterior expected L2-norm

of the parameter, when expectations are taken with respect to the target posterior and

the approximations.

Figure 1.7: Distance between posterior expected L2-norms of the regression parameter in
a probit model with 7 covariates, both with respect to the target posterior and different
approximations. Estimates are averaged over 30 experiments with horizon 1000.

We conclude this comparison by looking at the cumulative execution times in Figure

1.8. They refer to parameter evaluation at every stage and i.i.d sampling (responsible

for vertical jumps in the trajectories of deterministic approximations) every 10 stages

until horizon 100 and once every 30 thereafter. We again observe the quadratic (in n)

cumulative execution time of the offline deterministic approximations, resulting from the

linear cost of the parameter evaluation as opposed to the (practically) constant cost of

window-type or online updates. The cubic dependence on p in the cost of eventuating

the skewness inducing mechanism has an apparent effect in this example in contrast with

what happened under experimental conditions of Figure 1.4 and clearly sets Laplace and

skew-symmetric approximations apart. Notice however that the quadratic-in-n cost of

offline Laplace will determine its computational disadvantage over the quasi-online skew-

symmetric shortly after this simulation’s horizon.
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A discussion per se pertains smc. The whole point behind particle based approximations

is to provide a particle system targeting the posterior at any stage. Thus, a weighted

sample is always available, e.g. for monte carlo estimation. Clearly, this comes at a cost

of execution time, but is a clear advantage when an estimation or inferential procedure

is required at any stage of the sequential experiment. Vertical contributions to the smc

execution time trajectory correspond to the resampling procedures, which do not occur at

predefined stages, but rather when the quality of particles degenerates. Also, remark that

the highly fragmented trajectory of smc execution time is not due to frequent resampling,

but rather to the aggregation of several experiments.
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Figure 1.8: Cumulative execution time for different approximations. Performances are av-
eraged over 30 experiments in probit regression model with seven-dimensional parameter
and horizon 1000. Wall time of both evaluating parameters and sampling (when needed)
is measured.

As anticipated in Section 1.5, fair execution time comparisons are non-trivial when

both smc and deterministic approximations are involved. Indeed, the cost of updating

the approximating parameters is often negligible with respect to the cost of repeatedly

obtaining the large number of i.i.d samples from the deterministic approximations that is

required by monte carlo estimates. Thus, if repeated and numerous sampling is required,
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smc will have a hardly contestable edge over deterministic approximations. Differently,

if the interest lies in maintaining a continuously updated approximation to be used for

occasional, but numerous or frequent, but scarce sampling, then the cost of maintaining

the whole particle system across stages will hinder how competitive smc is (see Figure

1.8).

In performance comparisons discussed in Figures 1.5-1.7, we considered a scenario of the

seconds type in which a large number of i.i.d. samples from the deterministic approxima-

tions (numerous) is required only rarely: 40 times over 1000 stages. For an instance of

frequent and scarce sampling, we refer to Chapter 3, where a particular online learning

algorithm will require drawing a unique sample from each stage posterior. As anticipated,

also in that case smc will prove inefficient with respect to our deterministic approxima-

tion, at least from an execution-time perspective. Returning to analyzed example, from

Figures 1.5-1.7 it is apparent how at any given sampling instance, the skew-symmetric

approximations guarantee better performances than a tuned smc sampler. However, if

samples were required at any stage, requiring both frequent and numerous sampling from

deterministic approximations, the advantage of just reweighing particles, as in smc, can

seemingly not be overcome.

We conclude this section by discussing a solution to the just raised problem: we sug-

gest sampling from the deterministic approximation once a reasonable batch of new data

has been observed and performing a likelihood weighted importance sampling in between

batches as described in Section 1.5. Panels in Figure 1.9 show how this procedure can be

used to significantly cut execution time while maintaining performance advantages with

respect to smc, but also document possible limitations. Conversely, Figure 1.10 highlights

an alternative take on the same procedure. Targeting the same execution time of smc, we

will be able to increase the frequency of i.i.d. sampling and, as a consequence, to boost

the performances of the importance weighted sks approximation.

In particular, Panel 1.9a compares cumulative execution times for updating, sampling and
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importance weighting of the quasi-online sks (red) with smc (green) when i.i.d. sampling

is limited to once every 10 stages before horizon 100 and once every 30 stages thereafter.

Panels 1.9c and 1.9d are a zoom in on performance comparisons for importance weighted

quasi-online sks and smc from stage 100 to 500. Approximate monte carlo estimates,

respectively of the linear predictor and the parameter expectation, are compared with

their target counterpart over all stages. At labeled stages, i.i.d sampling is performed,

while in between we rely on importance weighting for SKS samples. We conclude that

smc can be consistently matched or outperformed even by considerably cutting execution

time.

Panel 1.9b displays the drawbacks of this procedure, showing the degeneracy of weighted

samples between stages 100 to 150 when i.i.d. sampling is delayed to much. At the ex-

tremes of the time span, i.i.d sampling from the quasi-online approximation is performed,

while at intermediate stages, samples are weighted by means of importance sampling. We

observe how importance sampling manages to maintain the advantage over smc, guar-

anteed by i.i.d sampling from sks, over a moderate horizon, but later incurs in weight

degeneracy and associated performance drops. Thanks to resampling, smc overcomes the

issue of particle degeneracy that in the long run affects the weighting procedure for sks.

The consistently observed advantage of sks is restored when i.i.d. sampling is resumed

at stage 150.
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(a) Execution time of importance
weighted quasi-online sks approxima-
tion when sampling every 10 stages up
to 100 and every 30 afterwards.

(b) Degeneracy of importance weight-
ing for i.i.d sample drawn from quasi-
online sks approximation at stage 100.

(c) Performance of importance
weighted quasi-online sks for i.i.d
sampling every 30 stages. Results
refers to posterior expected linear
predictor in probit regression.

(d) Performance of importance
weighted quasi-online sks for i.i.d
sampling every 30 stages. Differences
between posterior parameter expecta-
tions in probit regression.

Figure 1.9: Performances of the temporally efficient importance weighted quasi-online
skew-symmetric approximation.

Figure 1.10 looks at performances of the importance weighting quasi-online approxi-

mation from an alternative perspective, that is, what approximating accuracy this method

can achieve with respect to smc when the same execution time budget is allocated to both.

Matching execution times of smc, as is shown in Panel 1.10a, we manage to draw i.i.d.

from the skew-symmetric as often as every 5 stages. In between these stages we continue

weighting samples according to likelihood driven importance weights, as discussed in pre-

vious examples.
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As opposed to the behavior in Panel 1.9b, in Figure 1.10b we see how the frequency of

i.i.d sampling from the sks approximation is sufficient for particle degeneracy not to af-

fect the quality of monte carlo estimates based on the weighted samples. This behavior is

particularly apparent in Panels 1.9c and 1.9d where we zoom in on performance compar-

isons between stages 100 and 500. Approximate monte carlo estimates, respectively of the

linear predictor and the parameter expectation, are compared with their target counter-

parts over all stages while weighting of i.i.d.sks samples is as frequent as every 5 stages.

We conclude that, if time constraints are no concern, the weighted sks approximation

technique can assure consistently better performances than a standard smc sampler. As

anticipated in Section 1.5, we acknowledge that SMC can be made arbitrarily precise, by

increasing the number of particles.

Finally, Figure 1.11 explores the effect on accuracy of a lighter, in terms of particle size,

sequential monte carlo sampler. Panel 1.11a shows how the particle size has been chosen

to match the execution time of the exact i.i.d sampling form the quasi–online skew–

symmetric approximation. Correcting for difference in effective sample size, meaning

using fewer samples in the monte carlo estimates based on i.i.d sampling from the skew–

symmetric, we remark how in Panel 1.11b, the quasi–online approximation significantly

outperforms SMC. In all results, the benchmark execution time and performance of the

offline skew–symmetric approximation is reported for comparison.
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(a) Matching cumulative execution
time of importance weighted quasi-
online sks approximation and smc
achieved sampling i.i.d every 5 stages.

(b) Degeneracy of importance weight-
ing for i.i.d samples drawn from quasi-
online sks approximations every 5
stages from 100 onward.

(c) Performance of importance
weighted quasi-online sks for i.i.d
sampling every 5 stages. Results
refers to posterior expected linear
predictor in probit regression.

(d) Performance of importance
weighted quasi-online sks for i.i.d
sampling every 5 stages. Differences
between posterior parameter expecta-
tions in probit regression.

Figure 1.10: Performances of the importance weighted quasi-online skew-symmetric ap-
proximation with the same temporal budget as smc.
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Figure 1.11: Distance between posterior expected L2-norms of the regression parameter
in a probit model with 7 covariates, both with respect to the target posterior and different
approximations. Estimates are averaged over 30 experiments with horizon 1000 and refer
to the setting where the number of particles allow the sequential monte carlo sampler to
temporally compete with exact sampling from the SKS.
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1.5.4 Poisson regression

We conclude by considering a sequence {yi}i=1,...,n of counts, modeled according to a

Poisson distribution with expected number of occurrences per time unit depending on

observed covariates xi ∈ Rp through function ex⊺
i β. Precisely,

Yi|xi, β ∼ Poiss(ex⊺
i β). (1.37)

Following the GLM formulation, the mean function is µi = µ(xi) = ex⊺
i β and the log–

likelihood with respect to the original parameter can be written as

ℓn(β) =
n∑

i=1
yix

⊺
i β − ex⊺

i β − log(yi!). (1.38)

This results in easily computable derivatives

ℓ(1)
n (β) =

n∑
i=1

xi(yi − ex⊺
i β),

ℓ(2)
n (β) = −

n∑
i=1

xix
⊺
i e

x⊺
i β,

ℓ
(3)
n,stl(β) = −

n∑
i=1

xi,s xi,t xi,l e
x⊺

i β.

Similar to the logistic case, we notice how derivatives of order higher than one, do not

depend on the responses. This property is a known result for generalized linear models

in the natural exponential form with respect to the regression parameter and helps con-

trolling the behavior of the derivatives.

Concerning the online optimization algorithm for efficient parameter estimation, here we

opt for an online version of gradient descent (Chapter 3 in Hazan (2016)). As opposed to

classic gradient descent, its online version takes steps only in the direction of the gradient

of the latest data log–likelihood. In particular, starting from an initial guess β̃(0), for any
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newly available data point, the estimate β̃(n−1) is updated, possibly iterating over a fixed

number of epochs, according to the scheme

β̃(n) = β̃(n−1) + 1
nα

(
yn − ex⊺

nβ̃(n−1)
)
xn. (1.39)

Here, we recognize the n-th data Poisson regression log–likelihood derivative in the gra-

dient step and a learning rate 1/nα, with α to be tuned. As commented in Figure 1.2,

the convergence performances of this scheme, after tuning the learning rate and epochs,

can match the performances of alternative online MAP estimators in GLM scenarios.

Figures 1.12-1.14 display performance comparisons of the quasi-online skew-symmetric

approximation (red) with its offline counterpart (black) and iterated batch importance

sampling (green) in a Poisson regression model with 9-dimensional parameter. In par-

ticular, in Figure 1.12 we study the difference between the parameter expectation with

respect to the target posterior and the different approximations. Notice how quasi-online

and offline skew-symmetric approximations differ slightly only around stage 30, which

is the window size in this experimental setting. smc here manages to cover the initial

disadvantage (of not capturing the skewed behavior) as the data count increases.

In Figure 1.13 we study the difference between expected posterior linear predictor for an

arbitrary choice xn+1 ∈ R9, when expectation is taken with respect to the target posterior

and the different approximations. Experimental conditions are the same as in Figure 1.12,

but smc is consistently less accurate in approximating the target posterior across stages.
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Figure 1.12: Difference between true and approximate posterior expectations of a Poisson
regression with 9-dimensional regression parameter. Estimated performances are averaged
over 30 experiments with horizon 1000.

Figure 1.13: Difference between the posterior expected linear predictor for some xn+1 ∈ R9

with respect to the target posterior and the approximations. Estimates are averaged over
30 experiments with horizon 1000.

Finally, Figure 1.14 analyzes the differences between the posterior expected L2-norm

of the parameter, when expectations are taken with respect to the target posterior and

the approximations. Again, smc covers the initial disadvantage with respect to skew-

symmetric distributions as the amount of data increases.
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Figure 1.14: Distance between posterior expected L2-norms of a Poisson regression with
9-dimensional regression parameter with respect to the target posterior and different
approximations. Estimates are averaged over 30 experiments with horizon 1000.
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A Online expectation maximization for latent data

models

The maximum a posteriori in analytically intractable latent data models can be found

by means of the expectation maximization (EM) algorithm. Consider a latent variable Z

with distribution in some parametric family of probability density functions indexed by

parameter β such that the observations Y can be seen as a function of Z. The classic EM

algorithm for a model with covariates, relies on the identity

β̂(n) = arg max
β

{
ℓn(β) + log(π(β))

}
(1.40)

= arg max
β

{
Ezn [log(p(yn, zn | β,Xn))] + log(π(β))

}
, (1.41)

where log(p(yn, zn | β,Xn)) will be referred to as complete data log–likelihood and we

used notation zn to indicate the n× 1 latent variable vector. The EM algorithm consists

in iteratively applying two steps. First the expectation with respect to the marginal of zn,

then the maximization with respect to β, providing a point estimate for the parameter

itself. Since the marginal of zn is unknown, the expectation with respect to it is approxi-

mated by the expectation with respect to the conditional distribution of zn given Xn and

the point estimates of the parameter after r iterations of the algorithm, β(r), that is

Q(β | β(r)) = Ep(zn|yn,β(r))[log(p(yn, zn | β,Xn))].

Convergence of this procedure to β̂(n) is guaranteed by the fact that, increasing Q(β | β(r)),

will automatically imply an increase of the log–likelihood ℓn(β) as well. In static models,

where n is fixed, the data on which estimates of β are based, are given. So, the iterative

nature of the algorithm just assures further refined versions of the estimate itself.

In the online setting, instead, the incoming stream of data introduce a further data
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dynamic. Running the EM from scratch until convergence any time data changes because

of an incoming observation, is highly impractical. Therefore, online versions of EM try to

merge the intrinsic sequential nature of the algorithm with the data dynamic. A common

approach, dating back to Titterington (1984) and Lange (1995) is to identify iterations

of the algorithm with data indexing, namely perform an update any time a new data

point streams in. They suggest doing so by substituting the maximization step with one

(or multiple, if needed) gradient steps as is common in numeric maximization literature.

The idea consists in using a stochastic approximation algorithm, where the parameters

are updated whenever a new observation arises using the gradient of the most recent data

likelihood. Ideally, the iterations for convergence are completely substituted by the data

stream and, notationally speaking, iteration index r will be substituted by data index i.

Precisely, the classic EM steps are replaced by their online counterparts as in

E-step: Q(β | β̃(i)) = Ep(zi|yi,β̃(i))[log(p(yi, zi | β,Xi))].

Newton-step: β̃(i+1) = β̃(i)

+ γi+1
�
J(yi, β̃

(i))
�−1

Ep(zi|yi,β̃(i))[∇β log(p(yi, zi | β,Xi))],

(1.42)

with J(yi, β̃
(i)) = Ep(zi|yi,β̃(i))[∇2

β log(p(yi, zi | β,Xi))] and γi some learning rate or step

size. With i = 0, . . . , n− 1, this means starting from initial guess β̃(0) and approximate

the MAP by β̃(n).

In what follows, we present a specialized version of online EM presented by Cappe and

Moulines (2009) for the case of complete data likelihoods belonging to the exponential

family. In these cases, maximizing Q(β | β̃(i)) can be done in closed form because of

the easier structure of the log–posterior. Hence, the idea of keeping the maximization

step unchanged and relegate the approximation part to the E-step. Accordingly, the

expectation step is replaces by a stochastic approximation of the type

Q(β | β̃(i)) = Q(β | β̃(i−1)) + γi

�
Eβ̃(i−1) [log(p(yi, zi | xi, ))]−Q(β | β̃(i−1))

�
.
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In particular, assume the complete data likelihood has the non-naturally parameterized

exponential family form

p(zn,yn | β,Xn) = exp{ϕ(β)⊺S(zn,yn,Xn)− ψ(β,Xn) + h(zn,yn,Xn)}. (1.43)

This generalizes the notation used for the GLM likelihood to the vector case. Again h(·)

only depends on the data and thus does affect the maximization, S(zn,yn,Xn) is the

p-dimensional complete data sufficient statistic, ϕ(β) is a function of just the parameter,

while function ψ(β,Xn) only depends on the parameter and covariates. In this setting,

let us define

S̄(yn,Xn, β) = Eβ[S(zn,yn,Xn) | yn,Xn],

to be the expected value of the complete data sufficient statistic under the model param-

eterized by β and

β̂(S,Xn) = arg max
β

{
ϕ(β)⊺S − ψ(β,Xn) + log(π(β))

}
,

to be the unique global maximizer of the log–posterior for fixed value S of the sufficient

statistic. In this framework, the online EM algorithm reduces to alternating the approx-

imate update of the expected value of the complete data sufficient statistic S̃i, and the

maximization of the log–posterior evaluated at the just updated estimate of the sufficient

statistic’s expectation. The two steps can be written as

S̃i = S̃i−1 + γi(S̄(yi, xiβ̃
(i−1))− S̃i−1),

β̃(i) = β̂(S̃i,Xi).

Here, γi is a step size or learning rate of the form γ0i
−α for α ∈ (1/2, 1]. We refer to Section

3 in Cappe and Moulines (2009) for a complete discussion of the convergence properties
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of this version of the online EM and comparisons with the alternative by Titterington

(1984). For our purposes, it will suffice to set the learning rate to 1/i, which was proven

to have the desired, and close to optimal, convergence performances.

A.1 Online EM for probit regression

Following the augmentation scheme suggested by Albert and Chib (1993) for the Probit

regression setting, let Zi ∼ N(x⊺i β, 1) be the latent variable such that the observable

Yi ∼ Bern(Φ(x⊺i β)) can be written as as a function of the latent variable as

yi =


1 if zi ≥ 0

0 if zi < 0

The complete likelihood for this model is

p(zn,yn | β,Xn) =
n∏

i=1
ϕ(zi;x⊺i β, 1)

{
1(zi ≥ 0)1(yi = 1) + 1(zi < 0)1(yi = 0)

}
= 1√

2π
e
∑n

i=1
(zi−x

⊺
i

β)2

2 e
∑n

i=1 log{1(zi≥0)1(yi=1)+1(zi<0)1(yi=0)}

= exp
¨

n∑
i=1

zix
⊺
i β −

1
2

n∑
i=1

(x⊺i β)2 + h(zn,yn,Xn)
«

= exp
§
β⊺X⊺

nzn −
1
2β

⊺X⊺
nXnβ + h(zn,yn,Xn)

ª
.

We recognize the p-dimensional complete data sufficient statistic

S(zn,Xn) = X⊺
nzn, (1.44)

and the cumulant function ψ(β,Xn) = −1
2

∑n
i=1(x

⊺
i β)2 which only depends on the parame-

ter and the covariates. Thus, we recovered the complete data likelihood in the exponential

family for probit regression and retrieved the structure in (1.43). Accordingly, we are in-
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terested in evaluating the expectation of the complete data sufficient statistic and find the

closed form of the maximization procedure of the log–posterior. In particular, the latent

variable has conditional distribution

p(zi | xi, yi, β) ∝ ϕ(zi;x⊺i β, 1)1(zi ≥ 0)1(yi = 1)

+ϕ(zi;x⊺i β, 1)1(zi < 0)1(yi = 0).

Meaning Zi follows a Truncated normal distribution with expectation

E(Zi|xi, yi, β) =


x⊺i β + ϕ(x⊺

i β)
1−Φ(−x⊺

i β) , if yi = 1

x⊺i β + −ϕ(x⊺
i β)

1−Φ(x⊺
i β) , if yi = 0

= x⊺i β + (2yi − 1)ϕ(x⊺i β)
1− Φ((1− 2yi)(x⊺i β)) . (1.45)

Thus, given an estimate for β, say β̃(i−1), substituting it in writing (1.45) and saying

z̃
(i−1)
i the resulting estimate of the expectation of stage i latent variable Zi, the stochastic

approximation of the E-step boils down to

S̃i = S̃i−1 + z̃
(i−1)
i xi, (1.46)

for learning rate γi = 1/i. Notice that, in this writing, the only contribution of the most

recent parameter estimate β̃(i−1) appears in stage i latent expectation z̃
(i−1)
i . Thus, the

updating procedure in independent of i, that is, online.

Concerning the closed form maximization of the complete data log–posterior evaluated

at the current estimate of the sufficient statistic, we face

β̃(i) = arg max
β

§
β⊺S̃i −

1
2β

⊺X⊺
i Xiβ + β⊺Ωβ

ª
.
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Here, we recognize the regularized regression and the Ridge estimator as its solution

β̃(i) =
(
X⊺

i Xi + Ω
)−1

S̃i. (1.47)

As computational efficiency was the key driving factor for switching to online EM, we are

interested in computing the matrix inversion in (1.47) in the most efficient way possible.

Since the stage i regularized Gram matrix
(
X⊺

i Xi + Ω
)

is obtained by a rank-one update

of the stage i− 1 Gram matrix, we can rely on the Sherman-Morrison identity to ensure

computational efficiency of the online estimation of the MAP. In particular, notice

X⊺
i Xi + Ω = X⊺

i−1Xi−1 + xix
⊺
i + Ω.

Thus, the effect on inversion of the update boils down to

(
X⊺

i Xi + Ω
)−1 =

(
X⊺

i−1Xi−1 + Ω + xix
⊺
i

)−1

=
(
X⊺

i−1Xi−1 + Ω
)−1 −

(
X⊺

i−1Xi−1 + Ω
)−1

xix
⊺
i

(
X⊺

i−1Xi−1 + Ω
)−1

1 + x⊺i
(
X⊺

i−1Xi−1 + Ω
)−1

xi

.

Where the whole advantage lies in having already computed the inverse at stage i − 1,

so that above expression just requires matrix products, rather than a matrix inversion,

cutting the cost to just quadratic in p.

Summarizing, online MAP estimation in the probit regression setting, reduces to

S̃n = S̃n−1 + xn

�
x⊺nβ̃

(n−1) + (2yn − 1)ϕ(x⊺nβ̃(n−1))
1− Φ((1− 2yn)(x⊺nβ̃(n−1)))

�
,

β̃(n) = (X⊺
nXn + Ω)−1 S̃n.
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A.2 Online EM for logistic regression

The logistic regression has likelihood function of the form

n∏
i=1

(ex⊺
i β)yi

(1 + ex⊺
i β)

, (1.48)

where the data couple (yi, xi) respectively represents a binary success indicator and a

covariate appearing in the linear predictor x⊺i β. As shown in Nicholas G. Polson and

Windle (2013), each factor in writing (1.48) is proportional to

e(yi−1/2)x⊺
i β

∫ ∞

0
e−wi

(x
⊺
i

β)2

2 p(wi | 1, 0) dwi,

where the mixing distribution is Pólya-Gamma. A Pólya-gamma-distributed random

variable W with parameters b > 0 and c ∈ R, is defined as equal in distribution to an

infinite weighted sum of independent gamma random variables

W
d= 1

2π2

∞∑
k=1

Gk

(k − 1/2)2 + c2/(4π2) ,

with Gk ∼ Gamma(b, 1). Despite having complicated density functions, Polya-Gamma

random variables are convenient to work with in some scenarios, because of their closed

form moments. In particular,

E[W ] = b

2c tanh(c/2).

From above discussion, it follows that the logistic likelihood can be written as

n∏
i=1

e(yi−1/2)x⊺
i β

∫ ∞

0
e−wi

(x
⊺
i

β)2

2 p(wi | 1, 0)dwi. (1.49)
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If we consider Wi as a latent variable, than (the kernel of) its distribution, given the data,

appears in the integrand in (1.49). In particular, the integrand is an exponential tilting

for a Pólya-gamma(1,0), meaning

Wi | xi, β ∼ PG(1, x⊺i β).

Now, since the expectation of a Pólya-gamma is known, we get

E[Wi | xi, β] = 1
2x⊺i β

tanh(x⊺i β/2). (1.50)

Together with the conditionally Gaussian likelihood that arises given the latent variables,

this result constitutes the building block of the EM algorithm for the logistic regression.

In particular, we can write the complete data posterior as

π(β)
n∏

i=1
e(yi−1/2)x⊺

i β
∫ ∞

0
e−wi

(x
⊺
i

β)2

2 p(wi | 1, 0)dwi

= π(β)
n∏

i=1
e(yi−1/2)x⊺

i βEp(wi|1,0)

�
e−wi

(x
⊺
i

β)2

2

�
= π(β)

n∏
i=1

e(yi−1/2)x⊺
i βe−wi

(x
⊺
i

β)2

2

∝ π(β)
n∏

i=1
exp

wi

2

�
x⊺i β −

(yi − 1/2)
wi

�2


= exp
§
−1

2(zn −Xnβ)⊺Wn(zn −Xnβ) + β⊺Ωβ
ª
.

Here, Wn = diag(w1, . . . , wn) and zn is the n-dimensional vector with entries zi = (yi−1/2)
wi

.

The resulting maximization step in the EM algorithm is a quadratic form in β, involving
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the two complete-data sufficient statistics

Mn = X⊺
nWnXn, (1.51)

Sn = X⊺
n

�
yn −

1
21n

�
, (1.52)

where 1n is a n-dimensional vector of unit entries. For the conditional expected value

of wi, given the data and the current estimate β̃(n), namely w̃
(n)
i , the solution to the

maximization problem is

β̃(n) = (ÝMn + Ω)−1S̃n, (1.53)

where the online updated of the sufficient statistics, following the stochastic approximation

in Cappe and Moulines (2009) with harmonic learning rate 1/n, boils down to

S̃n = S̃n−1 + xn(yn − 1/2),ÝMn = ÝMn−1 + w̃(n−1)
n xnx

⊺
n,

w̃(n−1)
n = 1

2x⊺nβ̃(n−1)
tanh

�
x⊺nβ̃

(n−1)

2

�
.

Notice that in the last line we used the closed form result for the Pólya-gamma moment,

remembered in (1.50) and that, because of the rank-1 update of the matrix ÝMn, we

can again resort on the Sherman-Morrison identity for efficient matrix inversion in the

estimation procedure.
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Discussion

Chapter 1 of this thesis explores the problem of approximating posterior distributions

of Bayesian models in streaming data scenarios. Most deterministic approximations sug-

gested in literature, indeed, prove not to be best suited for this task, lacking either scalable

implementations or theoretical performance guarantees. Here, we present a novel method-

ology to adapt the expansion–based, skew modal approximation by Durante et al. (2024)

to online learning. We do so in two steps, which we recall hereafter and that prove

to be useful in other settings too, as incidentally noted by our referees. First we substi-

tute the optimization procedure required to find the approximation’s location, namely the

maximum a posteriori, with an online counterpart; subsequently we introduce a “window–

type“ estimation procedure for the models’ derivatives, on which all other parameters of

the approximation are based on. We conclude the discussion with an application of our

methodology to the prominent example of generalized linear models, specializing our con-

struction in both univariate and multivariate cases and comparing its performances with

state of the art alternatives.

In the following discussion, we comment and expand on the properties of our proposal,

on possible extensions and on the issues, doubts and concerns raised by our referees. In

passing, we take this opportunity to thank them for their relevant contributions and their

meticulous review, which we hope to address in what follows.

Online MAP

In its current formulation, the online skew–symmetric approximation requires an estima-

tion procedure for the parameter of interest that converges to the truth (or the unique KL

minimizer, in the misspecified case) at parametric rate. This assures the overall approx-

imating performances of our methodology, as its theoretical justification banks on this

assumption. The specifics of this argument are developed in Chapter 2 and formalized in
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Assumption 8. To the best of my knowledge, there is no general online estimation proce-

dure that satisfies this assumption, thus a specialized discussion is required for different

modeling scenarios. For our running example of generalized linear models, accurate online

estimation procedures exit. In this chapter, we specialized the online expectation maxi-

mization algorithms presented in Titterington (1984) and Cappe and Moulines (2009) for

Probit and logistic regression. These have been shown to satisfy the required properties

and hence represent a viable estimation procedure to be paired with our online skew–

symmetric approximation.

An interesting and still unexplored research direction consists in using the model deriva-

tives in optimization algorithms. Since expansion–based deterministic approximations

(like Laplace and skew-symmetric) use first and second order likelihood derivatives to

inform the approximation–defining parameters, the latter might be incidentally used in

Newton–Raphson type algorithms for the maximum a posteriori. Even further, already

estimated third order derivatives could accelerate the convergence of such optimization

algorithms to ensure Assumption 8 holds. Acceleration and regularization techniques for

Newton–type methods that are based on third order derivatives have been explored in

literature, but their interaction with our online skew–symmetric approximation have not

been considered yet. Approaches based on cubic regularization and tensor methods like

in Nesterov and Polyak (2006) and Bouaricha (1997), respectively, are meant to deal with

degenerate Hessian and avoid convergence to both saddle points and local optima. How-

ever, the inherent bias introduced by the online estimation of third order derivatives could

rise some issues when trying to fasten convergence of the estimation procedure.

Online Laplace approximation

Throughout the thesis, we referenced the “update–then–project“ Laplace approximation

by Ritter et al. (2018) simply an online Laplace and used it as a performance benchmark of

sequential deterministic approximations. Indeed, it represents the only Gaussian posterior
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approximation updated in an online fashion we found in literature. As discussed in detail

at page 11, the latter is an easy and straightforward method with a clear theoretical

justification, but provides no accuracy guarantees.

Alternative sequential Laplace approximations are, however, possible. Indeed, in the

same way as the skew-modal approximation in Durante et al. (2024) can be understood

as an extension of the Laplace approximation, our proposed window–based online skew–

symmetric approximation can be seen as an extension of a window–based online Laplace

approximation. The following paragraphs introduce and extend this idea, presenting a

Gaussian sequential posterior approximation with guaranteed convergence rates to target

posterior. Following the same window–type estimation procedure depicted in Section 1.4,

we provide a quasi–online Laplace approximation which maintains the 1/
√
n convergence

rate in total variation to target posterior that appears in classical BvM–type results.

Aiming at this rate requires evaluating the model score by a window–type estimator,

while the Hessian can be updated online. In particular, a Laplace approximation which

parameters are built upon approximated derivative estimators ℓ̃(1)
n and ℓ̃(2)

n as

pn
olap(β) = ϕp

�
β; ξ̆, Σ̆

�
, (1.54)

where ϕp(·; ξ̆, Σ̆) is the density of a p–variate Gaussian variable with mean vector

ξ̆ = β̃(n) +
�
−ℓ̃(2)

n

�−1
ℓ̃(1)

n ∈ Rp, (1.55)

and covariance matrix defined as

Σ̆ =
�
−ℓ̃(2)

n

�−1
∈ Rp×p. (1.56)
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Can be shown to satisfy BvM-type convergence rates, when approximate derivatives are

estimated as in

ℓ̃(1)
n =

n∑
i=1

ℓ
(1)
i

�
β̃(n−(n−i)%K)

�
,

ℓ̃(2)
n =

n∑
i=1

ℓ
(2)
i

�
β̃(i)

�
.

(1.57)

Further extending this argument, we are able to show that the same approximating accu-

racy can be achieved also in case of a perfectly online update even for the score. In this

case, however, a third order location correction as in

ℓ̃(1)
n,s =

n∑
i=1

ℓ
(1)
i,s

�
β̃(i)

�
+

n∑
i=1

p∑
s=1

ℓ
(2)
i,st

�
β̃(i)

� �
β̃(n) − β̃(i)

�
t
+

1
2

n∑
i=1

p∑
t,l=1

ℓ
(3)
i,stl

�
β̃(i)

� �
β̃(n) − β̃(i)

�
t

�
β̃(n) − β̃(i)

�
l
,

(1.58)

is required.

Scalability limitations in n and p

As highlighted in Remark 2, computing third order derivatives, also online, has a cubic

cost in dimensions. This represents the major scalability issue of this methodology in

high dimensions, as it also affects the sampling procedure from the skew–symmetric ap-

proximation. However, we remark that thanks to the online update of the third order

derivative estimator, we were able to address the quadratic cost in the number of data

points n, which is the main objective when adapting an inferential or learning technique

to the streaming data scenario. Thus, the online skew–symmetric approximation suffers

the same dimensionality curse of its offline counterpart. In face of this inherent limit,

some mitigating arguments apply.

First, the approximations to posterior marginals prove to have a (lower dimensional)

closed form skew–symmetric distribution. As discussed in Section 4.2 by Durante et al.
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(2024), it is possible to sample from posterior marginals, without simulating i.i.d. values

from the p-dimensional joint and subsequently retaining just the sub–samples of interest.

Indeed, for given subset of indices C in {1, . . . p}, the marginal distribution of the selected

pC–dimensional variable is again skew–symmetric. Its covariance matrix is obtained by

the block partition of the full covariance matrix and the skewness inducing factor depends

on the non–central moments of a (p− pC)–dimensional Gaussian. Thus, once the quanti-

ties defining the pC–dimensional skew–symmetric are pre–computed, the cost of inference

scales with pC rather than with p.

Additionally, there exist alternative, provably accurate, skew approximations that do not

require any third order derivative evaluation. In particular, Pozza et al. (2024) provide a

broadly–applicable strategy to perturb, at no additional optimization costs, any symmet-

ric approximation of a generic posterior distribution to obtain a provably more accurate,

skew–symmetric version. Relying on a unique representation of the original posterior as

the product of its symmetrized version and a skewness–inducing factor, the authors pro-

vide a skew–symmetric approximation with a closed–form skewing factor that does not

depend on additional unknown parameters. Such factor is given by the ratio of posterior

densities, thus allowing direct computation as no normalizing constants are involved.

Despite not yet explored, online versions of this approximation technique might help

further addressing the scalability issues. In the same direction, we consider the possibil-

ity of combining this skewing technique with the just introduced expansion–based online

Laplace approximation. The resulting approach should be able to achieve the best of both

words: optimal convergence rates of the normal approximation towards target posterior

and increased approximating accuracy thanks to the skewing mechanism. This idea, can

be further expanded noticing that, as n increase, the posterior is increasingly symmetric

and the approximation problem, accordingly, simpler. Hence, one might even consider a

skewed approach (be it based on the quasi–online skew–symmetric or the skewed online

Laplace) at first, paired with a gradual reduction of the skewing factor once the estimated
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level of skewness decreases (possibly also setting it to zero after some given cut–off).



Chapter 2

Theory for online skew-symmetric

approximations

In this chapter we present the main theoretical results that justify the use of the skew-

symmetric approximation and its online version. In particular, we clarify under which

conditions and at which rate the posterior approximation in (1.7) converges in total vari-

ation distance with respect to the target posterior. Having anticipated the original result

by Durante et al. (2024) in Section 1.2, we now shortly retrace the framework of their

work, its assumptions (that we inherit throughout the thesis) and the results we want to

expand on in Section 1. This extension starts from describing under which additional re-

quirements the semi-online skew-symmetric posterior approximation based on the online

MAP can be constructed (Section 2). Further, in Section 3 we retrieve under which con-

ditions on approximate derivatives the convergence rate in Durante et al. (2024) can be

maintained when all parameters of the skew-symmetric are based upon these surrogates

of the offline derivatives. Finally, we show how the window-type derivatives satisfy these

conditions and conclude by showing that the approximation based on them achieves the

desired convergence rates. In doing so, we will refer to some figures, among which those

presented in Chapter 1, for graphical support.

75
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1 Skew Bernstein-von-Mises

In this section we summarize the results obtained in Durante et al. (2024) that justify the

use of a plug-in version of the skew-symmetric approximation. We recall the assumptions

under which the result was obtained, comment on their validity and restrictiveness and

refer to the reference paper for proofs of stated results and further discussion.

Let {Yi}n
i=1, n ∈ N, a sequence of random variables with unknown true distribution P n

0 .

Let PB =
¦
P n

β , β ∈ B ⊆ Rp
©

be a parametric family of distributions. We assume that

there exists a common σ–finite measure which dominates P n
0 as well as all measures P n

β

so that pn
0 and pn

β are the corresponding density functions. Let P n
β∗ the Kullback–Leibler

projection of P n
0 on PB and let us assume

Assumption 1. The Kullback–Leibler projection P n
β∗ is unique.

The log–likelihood of the, possibly misspecified, model for n data points is ℓn(β). Prior

and posterior distributions are denoted by Π(·) and Πn(·), whereas the corresponding

densities are indicated with π(·) and πn(·), respectively. Given this notation, the score

vector evaluated at β∗ is defined as

ℓ(1)
n (β∗) = [ℓ(1)

n,s(β)]|β=β∗ =
[
(∂/∂βs)ℓn(β)

]
|β=β∗

∈ Rp,

whereas, the second, third and fourth order derivatives of ℓn(β), still evaluated at β∗, are

ℓ(2)
n (β∗) = [ℓ(2)

n,st(β)]|β=β∗ = [∂/(∂βs∂βt)ℓn(β)]|β=β∗ ∈ Rp×p,

ℓ(3)
n (β∗) = [ℓ(3)

n,stl(β)]|β=β∗ = [∂/(∂βs∂βt∂βl)ℓn(β)]|β=β∗ ∈ Rp×p×p,

ℓ(4)
n (β∗) = [ℓ(4)

n,stlm(β)]|β=β∗ = [∂/(∂βs∂βt∂βl∂β
p
m=1)ℓn(β)]|β=β∗ ∈ Rp×p×p×p,

All indexes s, t, l,m in the above definitions go from 1 to p. The observed and expected

Fisher information are denoted by Jβ∗ = [jst] = −[ℓ(2)
n,st(β∗)] ∈ Rp×p and Iβ∗ = [ist] = [En

0jst] ∈ Rp×p,
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respectively, where En
0 is the expectation with respect to P n

0 . In addition,

log π(1)(β∗) =[log π(β)(1)
s ]|β=β∗ = [∂/(∂βs) log π(β)]|β=β∗ ∈ Rp,

log π(2)(β∗) =[log π(β)(2)
st ]|β=β∗ = [∂/(∂βs∂βt) log π(β)]|β=β∗ ∈ Rp×p.

represent the first two derivatives of the log–prior density, evaluated at β∗.

The Euclidean norm of a vector a ∈ Rp is denoted by ∥a∥, whereas, for a generic p × p

matrix A, the notation |A| indicates its determinant and λmin(A) and λmax(A) its minimum

and maximum eigenvalue, respectively. Furthermore, u ∧ v and u ∨ v correspond to

min{u, v} and max{u, v}.

Now, consider the additional assumptions, already presented and extensively discussed in

Durante et al. (2024)

Assumption 2. The log–likelihood of the, possibly misspecified, model is four times dif-

ferentiable at β∗ with

ℓ(1)
n,s(β∗) = OP n

0
(n1/2), ℓ

(2)
n,st(β∗) = OP0(n), ℓ

(3)
n,stl(β∗) = OP0(n), for s, t, l = 1, . . . , p,

Moreover, having defined ℓ
(4)
n,stlk(h) := ℓ

(4)
n,stlk(β∗+h/

√
n), let suph∈Kn

|ℓ(4)
n,stlm(h)| = OP0(n),

for s, t, l,m = 1, . . . , p.

Assumption 3. The entries of the Fisher information matrix satisfy ist = O(n), while

jst/n−ist/n = OP n
0

(n−1/2), for s, t = 1, . . . , p. Moreover, there exist two positive constants

η1 and η2 such that λmin(Iβ∗/n) > η1 and λmax(Iβ∗/n) < η2.

Assumption 4. The log–prior density log π(β) is two times continuously differentiable

in a neighborhood of β∗, and 0 < π(β∗) <∞.

Assumption 5. For every sequence Mn → ∞ there exists a constant c5 > 0 such that

limn→∞ P n
0 {sup∥β−β∗∥>Mn/

√
n{(ℓn(β)− ℓn(β∗))/n} < −c5M

2
n/n} = 1.
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These requirements will be assumed throughout the thesis and are here briefly com-

mented, For a detailed discussion, we refer to the original paper. Under regular parametric

models, these conditions on the behavior of the log–likelihood and log–prior can be shown

to be equivalent to common concentration and contraction assumptions used in the classi-

cal Bernstein–von Mises literature. In particular, Assumptions 1 and 2–3, guarantee that

asymptotically the posterior distribution concentrates in the region around β∗, where we

want to expand the log–posterior. Assumption 4, which is a mild constraint on the prior

choice, imposes well behaved first derivatives. Finally, Assumption 5 controls the con-

traction rate of the posterior in a neighborhood of β∗.

Given above notation, and under Assumption 1 and 2–5, Proposition 1 below provides

theoretical support to the sks approximation by means of a Bernstein–von Mises type

result for the posterior of transformed variable h =
√
n(β − β∗). Indeed, in general con-

texts, covering also misspecified models and non–i.i.d. settings, an approximation with

density

pn
SKS (h) = 2ϕp (h; ξ,Σ)F (w(h− ξ)), (2.1)

and parameters defined in the statement, has a tv distance from the target posterior of

order OP n
0

(M c1
n /n), with c1 > 0 and Mn =

√
c0 log n. Moreover, the same rates can be

derived also for the absolute error in approximating the posterior expectation of general

polynomially bounded functions.

Proposition 1 (Corollary 2.5 Durante et al. (2024)). Let h =
√
n(β − β∗), and define

Mn =
√
c0 log n, with c0 > 0. Then, under Assumptions 1 and 2–5 it holds

∥Πn(·)− P n
SKS(·)∥tv = OP n

0
(M c1

n /n). (2.2)
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where c1 > 0, and P n
SKS(·) is the cdf of the sks density pn

SKS(h) in (2.1) with parameters

ξ = n(J−1(β∗))u, Σ−1
s,t = J(β∗)s,t

n
− 1
n1/2

(
1
n

p∑
l=1

ξlℓ
(3)
n,s,t,l(β∗)

)
,

w(h− ξ) = {1/(12η
√
n)}

p∑
s,t,l=1

(ℓ(3)
n,stl(β∗)/n){(h− ξ)s(h− ξ)t(h− ξ)l + 3(h− ξ)sξtξl}.

where u = (ℓ(1)
n (β∗) + log π(1)

( β∗))/
√
n. The function F (·) entering the definition of pn

SKS(h)

in (2.1) denotes any univariate cdf which satisfies F (−x) = 1 − F (x) and F (x) =

1/2 + ηx + O(x2), for some η ∈ R, when x → 0. In addition, let G : Rp → R be a

function satisfying |G| ≲ ∥h∥r. If the prior is such that
∫
∥h∥rπ(β + h/

√
n)dh <∞ then

∫
G(h)|πn(h)− pn

SKS(h)|dh = OP n
0

(M c6+r
n /n). (2.3)

with pn
SKS(h) denoting the skew–symmetric approximating density defined above.

A similar argument applies also to the plug–in version p̂n
SKS(ĥ) of pn

SKS(h) in Equa-

tion (2.1), where the unknown β∗ is replaced by the MAP, as anticipated in Section 1.2.

This yields the skew–symmetric density, for the rescaled parameter ĥ =
√
n(β − β̂(n)) ∈ Rp,

defined as

p̂n
SKS(ĥ) = 2ϕp(ĥ; 0, Σ̂)F (ŵ(ĥ)), (2.4)

where Σ̂ = (V̂ )−1 with V̂ = [J(β̂(n))/n] ∈ Rp×p, while the skewing function entering the

univariate cdf F (·) is defined as w(ĥ) = {1/(12η
√
n)}∑p

s,t,l=1(ℓ
(3)
n,stl(β̂(n))/n)ĥsĥtĥl ∈ R.

Relative to the expression for pn
SKS(h) in Equation (2.1), the location parameter ξ̂ is

zero in (2.4), since ξ̂ is a function of the score which is zero by definition at the MAP.

For the same reason, in the expression for the precision matrix the third order derivative

disappears. Equation (2.4) provides a practical skewed approximation of the exact pos-

terior centered at the mode. For this reason, such a solution is referred to as skew–modal
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approximation. To provide theoretical guarantees for this practical version, two further

assumptions already presented in Durante et al. (2024) V2, are required:

Assumption 6. The MAP estimator β̂(n), satisfies En
0∥β̂(n) − β∗∥2 = O(n−1).

Assumption 7. There exist two positive constants η̄1, η̄2 such that the event Ân,0 =

{λmin(Σ̂−1) > η̄1} ∩ {λmax(Σ̂−1) < η̄2} holds with probability P n
0 Ân,0 = 1−o(1). Moreover,

there exist two positive constants δ and L such that the inequalities | ℓ(3)
n,stl(β)/n | < L,

| ℓ(4)
n,stlk(β)/n | < L, and | log π(2)

st (β)| < L hold uniformly over β ∈ Bδ(β̂(n)) = {β ∈ β :

∥β̂(n) − β∥ < δ}, with P n
0 –probability tending to one.

Assumption 6 ensure that the MAP is sufficiently close to β∗ and implies that 7 is a

stronger version of model Assumptions 2–3, thus uniformly controlling the error of the log-

likelihood Taylor expansion. Based on these additional conditions an asymptotic result

for the plug in skew–modal approximation can be given:

Theorem 2. [Theorem 4.1 Durante et al. (2024)] Let ĥ =
√
n(β − β̂(n)), and define

Mn =
√
c0 log n, with c0 > 0. If Assumptions 1, 4–5, and 6–7 are met, then the posterior

for ĥ satisfies

∥Πn(·)− P̂ n
SKS(·)∥tv = OP n

0

�
M c8

n /n
�
, (2.5)

for some c8 > 0, where P̂ n
SKS(S) =

∫
S p̂

n
SKS(ĥ)dĥ for S ⊂ R

p with p̂n
SKS(ĥ) defined as

in (2.4). In addition, let G : Rd → R be a function satisfying |G(ĥ)| ≲ ∥ĥ∥r. If the prior

is such that
∫
∥ĥ∥rπ(β̂(n) + ĥ/

√
n)dĥ <∞ then

∫
G(ĥ)|πn(ĥ)− p̂n

SKS(ĥ)|dĥ = OP n
0

(M c8+r
n /n). (2.6)

Following the discussion in Chapter 1, in the following sections we will extend above

results first to the semi-online and later to the quasi-online approximations. Remember
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that in the first case, we simply substitute the MAP with an online alternative, while in

the second we rely on approximate versions of the derivative estimates. We will discuss

how approximate derivatives affect the convergence rate to the target posterior of the

skew-symmetric approximations based on them and finally show that the window-type

construction ensures the same rate as the just stated offline case.

2 Theory for semi-online skew-symmetric approxi-

mation

As noted in Durante et al. (2024), β̂(n) can be replaced by any efficient estimator and

relying on the MAP is a sensible choice which further yields a simple form for the resulting

approximation. Corollary 1 clarifies that, the offline-case convergence rate can be obtained

even when relying on an online version of the MAP. Some further assumptions are required

for extending the theoretical discussion to this case, we stated them below.

Assumption 8. The efficient estimator β̃(n), satisfies P n
0 (∥β̃(n) − β∗∥ > Mn/

√
n) → 0

for Mn →∞ arbitrarily slow.

Assumption 9. The first order derivative, evaluated at β̃(n), satisfies ℓ(1)
n,s(β̃(n)) = OP n

0
(n1/2).

Moreover, there exist two positive constants η̃1, η̃2 such that the event

{λmin((ℓ(2)
n (β̃(n))/n)−1) > η̃1} ∩ {λmax((ℓ(2)

n (β̃(n))/n)−1) < η̃2} holds with P n
0 –probability tend-

ing to 1. Moreover, there exist two positive constants τ and L such that for any sequence

{βi}n
i=1 ∈ Bτ (β̃(n)) = {β ∈ B : ∥β̃(n) − β∥ < τ}, inequalities 1

n

∑n
i=1 | ℓ

(3)
i,stl(βi) | < L and

1
n

∑n
i=1 | ℓ

(4)
i,stlk(βi) | < L, hold with P n

0 –probability tending to one. Similarly,

ℓ
(2)
n,st(β) = OP0(n) and | log π(2)

st (β)| < L hold uniformly for β ∈ Bτ (β̃(n)) with P n
0 –probability

tending to one.

Notice that Assumption 8 is an extension of its milder counterpart Assumption 6 which

requires that the online MAP converges to β∗ at a parametric rate. This is a reasonable
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condition satisfied by most online optimization algorithms (Titterington (1984), Cappe

and Moulines (2009), Hazan (2016)). In particular, we discuss its validity in the model-

ing settings of interest in Chapter 1: as discussed in Section 3 of Cappe and Moulines

(2009), both the gradient based and the stochastic expectation version of the online EM

algorithm satisfy the 1/
√
n convergence rate to the truth. Figure 1.2 empirically shows

this phenomenon in logistic and probit regression. Similarly, Assumption 8 is satisfied by

online gradient descent for (strongly) convex function Hazan (2016) in poisson regression.

Precisely, in Figure 1.2 we report, in logarithmic scale, the squared norm of the difference

between efficient estimator β̃(n) and β∗. To detect the required rate, we estimate the slope

of the regression line fitting the squared distance over stages. Because of Markov inequal-

ity, we are interested in retrieving a 1/n rate for the squared distance, thus expecting a −1

slope in logarithmic scale. Estimated rates are −0.926, −0.947 and −0.988, respectively

for logit, probit and poisson model.

About Assumption 9, note that this is again a mild extension of 7. Indeed, we require

third and fourth order derivative to have bounded growth rate in Bτ (β̃(n)) with high

probability. Moreover, Assumption 8 and its milder counterpart 6 both holding implies

online and offline MAP estimators are close. As a consequence, the controlled growth

rate requirement easily extends from Bδ(β̂(n)) to Bτ (β̃(n)) for an appropriate choice of τ ,

as points where derivatives are evaluated will be similar. Under these requirements, we

can extend the theory in Durante et al. (2024) to the online MAP version through the

following corollary. Notice that the result will be formulated for the centered variable

h̃ =
√
n(β − β̃(n)) for practical reasons. The relation between the parameters of the sks

distribution in the original paramterization and its centered and scaled counterpart, fol-

lows from the location and scaling properties of the skew-symmetric distributions. They

are specialized in the proof, using the same nation as in Chapter 1 as to not introduce

unnecessary notation.

Corollary 1. Let h̃ =
√
n(β− β̃(n)), and define Mn =

√
b0 log n, with b0 > 0. If Assump-
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tions 1, 4–5, and 8–9 are met, then the posterior for h̃ satisfies

∥Πn(·)− P̃ n
SKS(·)∥tv = OP n

0

�
M b1

n /n
�
, (2.7)

for some b1 > 0, where P̃ n
SKS(S) =

∫
S p̃

n
SKS(h̃)dh̃ for S ⊂ Rp with p̃n

SKS(h̃) a sks density

pn
SKS(h̃) = 2ϕp(h̃; ξ̃, Σ̃)F (w̃(h̃− ξ̃)), (2.8)

with parameters specified as

ξ̃ = n
�
J(β̃(n))

�−1
ũ, Σ̃−1

s,t = 1
n
J(β̃(n))s,t −

1
n1/2

(
1
n

p∑
s,t,l=1

ξ̃lℓ
(3)
n,stl(β̃(n))

)
,

w̃(h̃− ξ̃) = F

�
{1/(12η

√
n)}

� p∑
s,t,l=1

ℓ
(3)
n,stl(β̃(n))

n

¦
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l + 3(h̃− ξ̃)sξ̃tξ̃l

©��
.

(2.9)

where ũ = (ℓ(1)
n (β̃(n)) + log π(1)(β̃(n)))/

√
n.

Proof. Exploiting the definition of tv distance and by using triangle inequality to split

the proof in three easier tasks, we get

∥Πn(·)− P̃ n
SKS(·)∥tv = 1

2

∫
|πn(h̃)− p̃n

SKS(h̃)|dh̃

≤
∫
|πn(h̃)− πK̃n

n (h̃)|dh̃ +
∫
|πK̃n

n (h̃)− p̃n,K̃n

SKS (h̃)|dh̃ +
∫
|p̃n

SKS(h̃)− p̃n,K̃n

SKS (h̃)|dh̃,
(2.10)

Where πK̃n
n (h̃) = πn(h̃)1h̃∈K̃n

/Πn(K̃n), that is, superscript K̃n denotes the restriction of

given density to the set K̃n = {h̃: ∥h̃∥ < 2Mn}. Consider the first addend, where we

compare the posterior density with its restricted counterpart. It holds that

∫
|πn(h̃)− πK̃n

n (h̃)|dh̃ =
∫

πn≥πK̃n
n

πn(h̃)− πK̃n
n (h̃)dh̃+

∫
πK̃n

n >πn

πK̃n
n (h̃)− πn(h̃)dh̃

= 2Πn(K̃C
n ).

(2.11)

Indeed, the set on which πn ≥ πK̃n
n is precisely K̃C

n and the integral is equal to
∫

K̃C
n
πn(h̃)dh̃ =
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Πn(K̃C
n ). About the second contribution, we can write

∫
K̃n

πK̃n
n (h̃)− πn(h̃)dh̃ =

∫
K̃n

�
1

Πn(K̃n)
− 1

�
πn(h̃)dh̃ = 1− Πn(K̃n)

Πn(K̃n)
Πn(K̃n) = Πn(K̃C

n )

Thus completing the equality. Accordingly, we want to show Πn(K̃C
n ) = OP n

0
(n−1). To

this aim, let B̃n = {β̃(n): ∥β̃(n) − β∗∥ ≤Mn/
√
n} and notice that, by Assumption 8, we

required

P n
0 (B̃n) = 1− P n

0 (B̃C
n ) = 1− P n

0 (∥β̃(n) − β∗∥ > Mn/
√
n) = 1− o(1).

As a consequence, when constrained to B̃n and because of triangular inequality, it holds

Πn(K̃C
n )1B̃n

=Πn({β : ∥β − β̃(n)∥ > 2Mn/
√
n})1B̃n

≤Πn({∥β − β∗∥ > 2Mn/
√
n− ∥β̃(n) − β∗∥})1B̃n

≤Πn({∥β − β∗∥ > Mn/
√
n})1B̃n

.

(2.12)

From Lemma 5 it follows that the right hand side of the above quantity is OP n
0

(n−1), and

so is Πn(K̃C
n ), for sufficiently large b0 in Mn.

Concerning the third addend, we make use of the inequality for tv distance already

exploited in (2.11), together with |F (w̃(h̃− ξ̃))| ≤ 1, to write

∫
|p̃n

SKS(h̃)− p̃n,K̃n

SKS (h̃)|dh̃ ≤2
∫

∥h̃∥>2Mn

p̃n
SKS(h̃)

≤4
∫

∥h̃∥>2Mn

ϕd(h̃; ξ̃, Σ̃)dh̃ := 4Pξ̃,Σ̃(∥h̃∥ > 2Mn).
(2.13)

In the above writing, we use notation Pξ̃,Σ̃ for the distribution of a normal random variable

with mean ξ̃ and covariance matrix Σ̃. To show that quantity (2.13) is OP n
0

(n−1), we

refer to Lemma 1. Having said Ãn,1 = Ãn,0 ∩ {∥ξ̃∥ < M̃n} with M̃n = o(Mn) and

Ãn,0 = {λmin(Σ̃−1) > η̃3} ∩ {λmax(Σ̃−1) < η̃4}, it follows directly from the Lemma 1 that
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P n
0 (Ãn,1) = 1 − o(1). Hence, we restrict to this high probability set and use the tail

behavior of a multivariate Gaussian with finite mean and bounded-eigenvalues covariance

matrix, to write, for every ϵ > 0 and some constant b̃

P n
0 (nPξ̃,Σ̃(∥h̃∥ > 2Mn) > ϵ) =P n

0 ({nPξ̃,Σ̃(∥h̃∥ > 2Mn) > ϵ} ∩ Ãn,1) + o(1)

≤P n
0 (ne−b̃M2

n > ϵ|Ãn,1) + o(1) = o(1),
(2.14)

where the last equality follows for a sufficiently large choice b0 in Mn =
√
b0 log n.

Concerning the second term of (2.10), we first consider the event

Ãn,2 = Ãn,1 ∩ {Πn(K̃h) > 0} ∩ {P̃ n
SKS(K̃n) > 0}. From arguments developed in Lemma 1,

equation (2.12) and inequalities in (2.14), it follows P n
0 (Ãn,2) = 1 − o(1). Hence, let us

restrict our attention to
∫
|πK̃n

n (h̃)− p̃n,K̃n

SKS (h̃)|dh̃1Ãn,2
.

From Jensen’s inequality and Lemma 2, it is possible to upper bound the quantity of

interest as

∫
|πK̃n

n (h̃)− p̃n,K̃n

SKS (h̃)|dh̃1Ãn,2

=
∫ ∣∣∣∣1− ∫

K̃n

p̃n,K̃n

SKS (h̃)
p̃n,K̃n

SKS (h̃′)
pβ̃+h̃′/

√
n(Xn)π(β̃ + h̃′/

√
n)

p̃β̃+h̃/
√

n(Xn)π(β̃ + h̃/
√
n)

pn,K̃n

SKS (h̃′)dh̃′
∣∣∣∣πK̃n

n (h̃)dh̃1Ãn,2

≤
∫

K̃n×K̃n

∣∣∣∣1− pn
SKS(h̃)
p̃n

SKS(h̃′)
p̃β̃+h̃/

√
n

′(Xn)π(β̃ + h̃′/
√
n)

pβ̃+h̃/
√

n(Xn)π(β̃ + h̃/
√
n)

∣∣∣∣πK̃n
n (h̃)pn,K̃n

SKS (h̃′)dh̃dh̃′
1Ãn,2

≤
∫

K̃n×K̃n

|1− er̃n,4(h̃′)−r̃n,4(h̃)|πK̃n
n (h̃)p̃n,K̃n

SKS (h̃′)dh̃dh̃′
1Ãn,2

.

(2.15)

Moreover, the fact that ex = 1 + x+ eγxx2/2, for some γ ∈ (0, 1), guarantees that

∫
|πK̃n

n (h̃)− p̃n,K̃n

SKS (h̃)|dh̃1Ãn,2
≤ 2r̃n,4 + 2 exp(2γr̃n,4)r̃2

n,4 = OP n
0

(M b3
n /n),

for r̃n,4 = suph̃∈K̃n
|r̃n,4(h̃)| and b3 a constant defined in Lemma 2.

We conclude by combining the three terms (2.11), (2.13) and (2.15) which results in the

statement of the corollary.
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The just proved result provides theoretical guarantees for the approximating perfor-

mances of the semi-online skew-symmetric approximation where the MAP was substituted

by an online alternative β̃(n), but derivatives are still evaluated offline at β̃(n). This is not

the final approximation we propose, as we target also online/windowed derivatives: the

related theory is covered in the following section.

3 Theory for quasi-online skew-symmetric approxi-

mation

We extend our discussion towards the online setting using approximate derivatives in the

parameter construction of the SKS approximations. Proposition 3 covers which conditions

approximate derivative estimates must satisfy in order to maintain the convergence rates

discussed for the offline and semi-online setting.

Theorem 3. Let h̃ =
√
n(β − β̃(n)) and Mn =

√
b0 log n, with b0 > 0. Provided Assump-

tions 1, 4–5, 8–9 hold and additional conditions

1√
n

∣∣∣∣∣ℓ(1)
n,s(β̃(n))− ℓ̃(1)

n,s

∣∣∣∣∣ = OP n
0

� 1
n1−δ

�
,

1
n

∣∣∣∣∣ℓ(2)
n,st(β̃(n))− ℓ̃

(2)
n,st

∣∣∣∣∣ = OP n
0

� 1
n1−δ

�
,

1
n

∣∣∣∣∣ℓ(3)
n,stl(β̃(n))− ℓ̃

(3)
n,stl

∣∣∣∣∣ = OP n
0

� 1
n1/2

�
,

(2.16)

are satisfied by suitably defined approximations of the derivative estimators ℓ̃(j)
n for some

δ ∈ [0, 1/2), then

∥P̃ n
SKS(·)− P n

OSKS(·)∥tv = OP n
0

�
M b2

n

n1−δ

�
, (2.17)

for some b2 > 0. Here, P n
OSKS(S) =

∫
S p

n
OSKS(h̃)dh̃ for S ⊂ Rp and pn

OSKS(h̃) is a SKS
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density of the same form as in (2.8) having parameters æξ, æΣ and æw which construction

follows (2.9) and is based on the approximate versions of the model derivatives ℓ̃(j)
n for

j = 1, 2, 3. Whereas, P̃ n
SKS(·) is the semi-online sks distribution descried in Corollary 1.

Proof. We start by using triangular inequality and the definition of tv to split the problem

into three easier tasks

∥P̃ n
SKS(·)− P n

OSKS(·)∥tv = 1
2

∫
|p̃n

SKS(h̃)− P n
OSKS(h̃)|dh̃

≤
∫
|p̃n

SKS(h̃)− p̃n,K̃n

SKS (h̃)|dh̃+
∫
|p̃n,K̃n

SKS (h̃)− pn,K̃n

OSKS(h̃)|dh̃ +
∫
|pn,K̃n

OSKS(h̃)− pn
OSKS(h̃)|dh̃,

(2.18)

where again, the superscript K̃n is used to restrict the density to the set K̃n = {h̃: ∥h̃∥ < 2Mn}.

Concerning the first addend, notice it is the same as the third term in 2.10. We thus in-

herit that
∫
|p̃n

SKS(h̃)− p̃n,K̃n

SKS (h̃)| is OP n
0

(n−1).

In the third addend, we are again comparing a sks density with its restricted counterpart,

so we can use a similar argument as in (2.13), meaning

∫
|pn

OSKS(h̃)− pn,K̃n

OSKS(h̃)|dh̃ ≤ 4
∫

∥h̃∥>2Mn

ϕd(h̃; æξ, æΣ)dh̃ := 4Pæξ,æΣ(∥h̃∥ > 2Mn). (2.19)

We repeat argument in (2.14), now restricting to the set An,4 = An,3∩{∥æξ∥ < M̌n}, where

An,3 = {λmin(æΣ−1) > η3}∩{λmax(æΣ−1) < η4} and M̌n = o(Mn). From Lemma 3, it follows

that P n
0 (An,4) = 1− o(1), namely with high probability, æξ is bounded and æΣ has bounded

eigenvalues. Thus, when restricting on An,4, we can use the tail behavior of a normal

random variable which has finite mean and bounded covariance matrix to conclude

P n
0

�
nPæξ,æΣ(∥h̃∥ > 2Mn) > ϵ

�
= P n

0 (ne−c5M2
n > ϵ|An,4) + o(1) = o(1), (2.20)

for an appropriately chosen c5 > 0. By definition of OP n
0

(n−1), it follows from 2.20, that

the third addend in 2.18 is OP n
0

(n−1).

We are left with studying the second term in 2.18. To this aim, we again restrict to an
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event with probability converging to 1 as n→∞.

Let An,5 = An,4 ∩ {P n
OSKS(K̃n) > 0} ∩ {P̃ n

SKS(K̃n) > 0}. It was shown in Lemma 3 that

P n
0 (An,4) = 1 − o(1), in Corollary 1 we proved P n

0 (P̃ n
SKS(K̃n) > 0) = 1 − o(1), while tail

behavior of the normal distribution discussed in (2.20) justify the last equality in

P n
0 (P n

OSKS(K̃n) > 0) =P n
0 (1− P n

OSKS(K̃c
n) > 0)

≥P n
0 (1− 2Pæξ,æΣ(∥h̃∥ > Mn) > 0) = 1− o(1),

(2.21)

thus implying P n
0 (An,5) = 1 − o(1). As a consequence, when restricting to the set An,5,

we get

∫
|p̃n,K̃n

SKS (h̃)− pn,K̃n

OSKS(h̃)|dh̃1An,5 =
∫

K̃n

∣∣∣∣∣∣1− pn,K̃n

OSKS(h̃)
p̃n,K̃n

SKS (h̃)

∣∣∣∣∣∣ p̃n,K̃n

SKS (h̃)dh̃1An,5

=
∫

K̃n

∣∣∣∣∣∣1−
∫

Kn

pn,K̃n

OSKS(h̃)
pn,K̃n

OSKS(h̃′)
p̃n,K̃n

SKS (h̃′)
p̃n,K̃n

SKS (h̃)
pn,K̃n

OSKS(h̃′)dh̃′

∣∣∣∣∣∣ p̃n,K̃n

SKS (h̃)dh̃1An,5

=
∫

K̃n×K̃n

∣∣∣∣∣1− pn
OSKS(h̃)
p̃n

SKS(h̃)
p̃n

SKS(h̃′)
pn

OSKS(h̃′)

∣∣∣∣∣ pn,K̃n

OSKS(h̃′)p̃n,K̃n

SKS (h̃)dh̃′dh̃1An,5 .

(2.22)

The two ratio terms in the last row are either

2ϕd(h̃, æξ, æΣ)F ( æw(h̃− æξ))
2ϕd(h̃, ξ̃, Σ̃)F (w̃(h̃− ξ̃))

,

or its inverse. Thus, we are left to compare two normal kernels first and two logarithmic

skewness-inducing terms later, namely

exp
¨
− 1

2(h̃− æξ)⊺æΣ−1(h̃− æξ) + 1
2(h̃− ξ̃)⊺Σ̃−1(h̃− ξ̃)

+ log(F ( æw(h̃− æξ)))− log(F (w̃(h̃− ξ̃)))
«
.

(2.23)

When conditioning on the high probability set An,5, we can capitalize on results of Lemma
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3, which quantifies differences between ξ̃ and æξ and between Σ̃ and æΣ. Accordingly, the

normal kernel comparison boils down to

r11(h̃) =
������������XXXXXXXXXXXX
−1

2(h̃− ξ̃)⊺Σ̃−1(h̃− ξ̃) − 1
2(h̃− ξ̃)⊺R6(h̃− ξ̃)− (h̃− ξ̃)⊺Σ̃−1r5 − (h̃− ξ̃)⊺R6r5

(2.24)

−1
2r

⊺
5Σ̃−1r5 −

1
2r

⊺
5R6r5 +

�����������XXXXXXXXXXX

1
2(h̃− ξ̃)⊺Σ̃−1(h̃− ξ̃) ,

where the vector of residuals r5 and the residual matrix R6 both have OP n
0

�
1

n1−δ

�
entries

as justified by Lemma 3. Since ξ̃ has fixed dimension and, similarly to Σ̃, its entries

are OP n
0

(1) because of Lemma 1, the leading term of residual (2.24) is OP n
0

(
{1∨∥h̃∥2}

n1−δ

)
according to whether ∥h̃∥ < 1.

By combining the residual terms for quantity (2.23) given by the normal kernel comparison

and the logarithmic skewness inducing mechanism comparison, we get

r12(h̃) = r11(h̃) + r10(h̃). (2.25)

Here, quantity r11(h̃) follows definition (2.24), while r10(h̃) was defined and quantified in

Lemma 4. If follows that residual r12(h̃) is OP n
0

(
{1∨∥h̃∥6}

n1−δ

)
since quantities involved in its

definition respectively are OP n
0

(
{1∨∥h̃∥2}

n1−δ

)
and OP n

0

(
{1∨∥h̃∥6}

n1−δ

)
. We therefore write (2.22)

as

∫
|p̃n,K̃n

SKS (h̃)− pn,K̃n

OSKS(h̃)|dh̃1An,5 ≤
∫

K̃n×K̃n

|1− er12(h̃′)−r12(h̃)|pn,K̃n

OSKS(h̃′)p̃n,K̃n

SKS (h̃)dh̃′dh̃1An,5∩An,7

≤ 2r12 + 2 exp(2γr12)r2
12 = OP n

0
(M b12

n /n1−δ),
(2.26)

where r12 = suph̃∈K̃n
|r12(h̃)| = OP n

0
(M b12

n /n1−δ) for some constant b12 > 0. Notice, we

used ex = 1 +x+ eγxx2/2, for some γ ∈ (0, 1), together with the further restriction to the

high probability set An,7, defined in Lemma 4.

Aggregating the three rates detected for quantities in (2.18), respectively in (2.13), (2.26)
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and (2.19), we get the result.

As an immediate consequence, we can quantify the distance from target posterior for

any quasi-online skew-symmetric approximation satisfying conditions in (2.16) as follows.

Corollary 2. Let h̃ =
√
n(β− β̃(n)), and define Mn =

√
b0 log n, with b0 > 0. If Assump-

tions 1, 4–5, and 8–9 are met and additional conditions (2.16) hold for given δ, then the

posterior for h̃ satisfies

∥Πn(·)− P n
OSKS(·)∥tv = OP n

0

�
M b3

n

n1−δ

�
, (2.27)

for some b3 > 0, where P n
OSKS(h̃) is the SKS distribution introduced in (2.17) with pa-

rameters æξ, æΣ and æw based upon the approximate versions of the model derivatives ℓ̃(j)
n for

j = 1, 2, 3.

Proof. The statement immediately follows form triangular inequality applied to the tv

distance, indeed

∥Πn(·)− P n
OSKS(·)∥tv ≤ ∥Πn(·)− P̃ n

SKS(·)∥tv + ∥P̃ n
SKS(·)− P n

OSKS(·)∥tv. (2.28)

Since conditions required by Corollary 1 and Theorem 3 both hold, we can respectively

control the behavior of the addends in (2.28) by OP n
0

�
M b1

n /n
�

and OP n
0

(
M

b2
n

n1−δ

)
. Up to

b3 = max{b1, b2}. The results follows from recognizing that if a quantity is OP n
0

�
1/n

�
, it

is also OP n
0

(
1/n1−δ

)
.

Thus far, we have shown how the accuracy of approximate derivatives, described in

terms of conditions (2.16), affects the convergence rate to the target posterior of skew-

symmetric approximations which utilizes these derivatives in their parameter definition.

In Proposition 2, we instead show what type of accuracy can be achieved by the derivative

approximations based on the window-type estimators. Remember we introduced these
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approximations in Section1.4, but their construction is recalled in the statement. We will

link such accuracy guarantees to the window size and, as an immediate consequence, to

the computational efficiency of the estimators themselves. In this construction, we also

consider increasing window sizes, hence the dependence from n. We further highlight how

an actually online update of the third order derivative is possible with no consequences

on the convergence rate to the target of the quasi-online sks approximation. To this end,

we consider the additional assumption that the distance between the efficient estimator

and the truth remains almost surely bounded by a constant starting from certain data

size n⋆.

Assumption 10. There exist an n⋆ and sequences Mi →∞ arbitrarily slowly such that

P n
0 (supi>n⋆ ∥β̃(i) − β∗∥ > Mi/

√
i) = 0. Moreover, there exists two positive constants ρ and

L such that supβi∈Bρ(β̃(n)) | ℓ
(4)
i,stlm(βi) | < LMn holds with P n

0 –probability tending to 1 for

any i > n⋆ and every s, t, l,m = 1, . . . , p.

That is, we ask for each contribution to the fourth order derivative, evaluated at a

point within a ball of radius ρ, centered in β̃(n), to be bounded random variables. Notice,

these points might differ from addend to addend, justifying the indexing i used to identify

them. Nonetheless, they all belong to the same ball.

Proposition 2. Consider Assumptions 1, 4–5, 8–9. Further assume that, for all k ≤

K(n), for some K(n) possibly diverging with n, there exists δ ∈ [0; 1/2) such that

P n
0

�
sup

k≤K(n)

§
∥β̃(n) − β̃(n−k)∥ < Mn

n1−δ

ª�
= 1− o(1). (2.29)

Consider the approximate versions of the first two model derivatives based on the windowed
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update:

ℓ̃(1)
n,s =

n∑
i=1

ℓ
(1)
i,s

�
β̃(n−(n−i)%K(n))

�
+

n∑
i=1

p∑
t=1

ℓ
(2)
i,st

�
β̃(n−(n−i)%K(n))

� �
β̃(n) − β̃(n−(n−i)%K(n))

�
t
,

ℓ̃
(2)
n,st =

n∑
i=1

ℓ
(2)
i,st

�
β̃(n−(n−i)%K(n))

�
.

(2.30)

Moreover, let n⋆ > 0 and suppose Assumption 10 holds for n > n⋆ and define the online

estimate of the third order derivative starting from n⋆ as

ℓ̃
(3)
n,stl =

n⋆∑
i=1

ℓ
(3)
i,stl

�
β̃(n)

�
+

n∑
i=n⋆

ℓ
(3)
i,stl

�
β̃(i)

�
. (2.31)

Then, quantities (2.30) and (2.31) satisfy conditions in (2.16) for same value of δ.

Proof. We start by proving the statement for the first derivative. Remember, each addend

in the window-type derivative estimator is evaluated at either of K(n) different estimators

β̃(n), . . . β̃(n−K(n)+1). For addend i, it will be β̃(n−(n−i)%K(n)). Thus, taking the Taylor

expansion of each addend of the offline derivative ℓ(1)
n,s(β̃(n)) around β̃(n−(n−i)%K(n)) we get,

ℓ(1)
n,s(β̃(n)) =

n∑
i=1

ℓ
(1)
i,s (β̃(n−(n−i)%K(n))) +

n∑
i=1

p∑
t=1

ℓ
(2)
i,st(β̃(n−(n−i)%K(n)))

�
β̃(n) − β̃(n−(n−i)%K(n))

�
t

+1
2

n∑
i=1

p∑
t,l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
t

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l
,

(2.32)

for β̌i an internal point of the segment from β̃(n−(n−i)%K(n)) to β̃(n). As a consequence, the

error made by replacing the offline first derivative with its approximation given in (2.30)

is

1√
n

∣∣∣∣∣ℓ(1)
n,s(β̃(n))− ℓ̃(1)

n,s

∣∣∣∣∣
= 1√

n

1
2

∣∣∣∣∣∣
n∑

i=1

p∑
t,l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
t

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l

∣∣∣∣∣∣ .
(2.33)
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To control the magnitude of the remaining term in (2.33), we restrict to the event

En,1 = ⋂n
i=1{∥β̃(n) − β̃(n−(n−i)%K(n))∥ < Mn

n1−δ }, where we control differences between β̃(n)

and all expansion points β̃(n−(n−i)%K(n)). Since the number of different estimators is K(n),

we have En,1 = ⋂K(n)
k=1 {∥β̃(n) − β̃(n−k)∥ < Mn

n1−δ }. This is an event with P n
0 –probability tend-

ing to 1 because of condition (2.29) in the statement. Conditioned on En,1, for remainder

in (2.33), we can write

1√
n

∣∣∣∣∣∣
n∑

i=1

p∑
t,l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
t

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l

∣∣∣∣∣∣
≤ 1√

n

n∑
i=1
∥β̃(n) − β̃(n−(n−i)%K(n))∥2

p∑
t,l=1

∣∣∣ℓ(3)
i,stl(β̌i)

∣∣∣
≤ 1√

n

M2
n

n2−2δ

p∑
t,l=1

n∑
i=1

∣∣∣ℓ(3)
i,stl(β̌i)

∣∣∣ .
Now consider En,2 = En,1∩{ 1

n

∑n
i=1 | ℓ

(3)
i,stl(β̌i) |< L, for s, t, l = 1, . . . , p}. By Assumption

9 and by the fact that, in view of Assumption 8, the estimator β̃(n) becomes arbitrarily

close to β∗, it follows P n
0 (En,2) = 1− o(1). In turn,

1√
n

∣∣∣∣∣∣12
n∑

i=1

p∑
t,l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
t

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l

∣∣∣∣∣∣ ≤ 1
2
√
n

M2
n

n1−2δ
p2L,

with P n
0 –probability tending to 1, for n→∞. From arbitrariness of Mn, and by the fact

that 3/2− 2δ > 1− δ for δ ∈ [0, 1/2), we conclude

1√
n

∣∣∣∣∣ℓ(1)
n,s(β̃(n))− ℓ̃(1)

n,s

∣∣∣∣∣ = OP n
0

� 1
n1−δ

�
.

Proceeding in a similar way for the second derivative, we consider the Taylor expansion

of each addend evaluated offline at β̃(n), namely ℓ(2)
i,st(β̃(n)), around β̃(n−(n−i)%K(n)). We get

ℓ
(2)
n,st(β̃(n)) =

n∑
i=1

ℓ
(2)
i,st(β̃(n−(n−i)%K(n))) +

n∑
i=1

p∑
l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l
.
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In this case the Lagrange residual is of the first order and again β̌i is an internal point

of the segment from β̃(n−(n−i)%K(n)) to β̃(n). Consider conditioning on set En,2, then the

second difference in (2.16) is

1
n

∣∣∣∣∣ℓ(2)
n,st(β̃(n))− ℓ̃

(2)
n,st

∣∣∣∣∣ = 1
n

∣∣∣∣∣ n∑
i=1

p∑
l=1

ℓ
(3)
i,stl(β̌i)

�
β̃(n) − β̃(n−(n−i)%K(n))

�
l

∣∣∣∣∣
<

1
n

n∑
i=1

p∑
l=1

∣∣∣ℓ(3)
i,stl(β̌i)

∣∣∣ ∥β̃(n) − β̃(n−(n−i)%K(n))∥

<
1
n

Mn

n1−δ

n∑
i=1

p∑
l=1

∣∣∣ℓ(3)
i,stl(β̌i)

∣∣∣ ≤ Mn

n1−δ
pL.

So, by the arbitrariness of Mn and since p is fixed, with P n
0 –probability tending to 1, we

get
1
n

∣∣∣∣∣ℓ(2)
n,st(β̃(n))− ℓ̃

(2)
n,st

∣∣∣∣∣ = OP n
0

� 1
n1−δ

�
.

Regarding the third derivative we consider an expansion of each addend in the offline

derivative ℓ(3)
n (β̃(n)) around β̃(i). Using Lagrange residuals, we get

ℓ
(3)
n,stl(β̃(n)) =

n∑
i=1

ℓ
(3)
i,stl(β̃(i)) +

n∑
i=1

p∑
m=1

ℓ
(4)
i,stlm(β̆i)

�
β̃(n) − β̃(i)

�
m
,

for β̆i an internal point of the segment from β̃(i) to β̃(n). Since we are evaluating the

third derivative offline up to stage n⋆, we are interested in differences between estimators

β̃(n) and β̃(i) only for i ≥ n⋆. Consider now the event En,3 = ∩n
i=n⋆{∥β̃(i) − β∗∥ < Mn√

i
} ∩

{supβi∈Bρ(β̃(n)) | ℓ
(4)
i,stlm(βi) | < LMn, for s, t, l,m = 1, . . . , p}. By Assumption 9 and 10, we
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get P n
0 (En,4) = 1− o(1). Thus, we condition on the high probability set En,4 to conclude,

1
n

∣∣∣∣∣ n∑
i=n⋆

p∑
m=1

ℓ
(4)
i,stlm(β̆i)

�
β̃(n) − β̃(i)

�
m

∣∣∣∣∣ ≤ 1
n

n∑
i=n⋆

∥β̃(n) − β̃(i)∥
p∑

m=1

∣∣∣ℓ(4)
i,stlm(β̆i)

∣∣∣
≤ 1
n

n∑
i=n⋆

∥∥∥β̃(i) − β∗

∥∥∥ p∑
m=1

∣∣∣ℓ(4)
i,stlm(β̆i)

∣∣∣
+ 1
n

n∑
i=n⋆

∥∥∥β̃(n) − β∗

∥∥∥ p∑
m=1

∣∣∣ℓ(4)
i,stlm(β̆i)

∣∣∣
≤ 1
n

n∑
i=n⋆

∥∥∥β̃(i) − β∗

∥∥∥ pLMn + Mn√
n

1
n

p∑
m=1

n∑
i=n⋆

∣∣∣ℓ(4)
i,stlm(β̆i)

∣∣∣
≤ pL

n

n∑
i=n⋆

M2
n√
i

+ M2
n√
n
pL,

where we added and subtracted β∗. Now, let us use the fact that summing 1/
√
i up

to horizon n, has a closed form, called generalized Harmonic number H( 1
2 )

n which series

expansion is 2
√
n+O

�
n−1/2

�
as n goes to infinity. So, by the arbitrariness of Mn, we get

1
n

∣∣∣∣∣ℓ(3)
n,stl(β̃(n))− ℓ̃

(3)
n,stl

∣∣∣∣∣ = OP n
0

� 1
n1/2

�
.

We refer to Figures 2.1-2.3 for a visual representation of the just proved result. In

particular, we display the element-wise log difference between the offline derivative esti-

mators and their approximate counterparts either based on the window-type estimator

(red and yellow) as described in 1.58 or based on a truly online update as discussed in

(1.11) (black). Figures refer to the first three order derivatives of the logistic regression

log-likelihood when the parameter dimension is seven.

In Figure2.1 we compare the offline score, where each addend of the first derivative is

evaluated at β̃(n), with its online counterpart (black) and two window-type approxima-

tions. In red a constant (K = 25) window size was considered, while in yellow the window

size increases as
√
n. As anticipated, the increasing window has a negative effect on the
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approximating accuracy, an effect we will discuss in further detail in Section 3.1. Notice

how in the online case, where no correction of past contributions occurs, errors due to

early inaccuracies propagate over time and prevent the approximation to converge. The

use of windowed estimators, instead, ensures convergence to the offline version as the

amount of data increases. In particular, in the log-log scale, the estimated slope of the

regression line fitting the distances over time, represents the estimated exponent of the

convergence rate. For the constant window case it is as low as −1.478, exceeding the

milder 1/n convergence rate expected from theory. The increasing window case displays

an estimated slope of −1.03.

Finally, remark that the yellow and red lines are reported only for n larger than 5 and 25

respectively because in simulation studies, the quasi-online approximation is initialized as

its offline counterpart, for stages smaller than the window size.

Figure 2.1: Element-wise difference between offline and approximated score.

In Figure2.2 we compare the element-wise difference between the offline Hessian and

both its online (black) and window-type (red and yellow) approximations. In red a con-

stant (K = 25) window size was considered, while in the yellow case, the window size

increases as
√
n. Estimated rates are close to theoretically predicted ones: n−1.09 in the
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constant window case and n−0.765 in the increasing window version. Again, notice how

the online update does not guarantee any approximating accuracy increase as the number

of data grows.

Figure 2.2: Element-wise difference between offline and approximated Hessian.

Finally, in Figure 2.3 we compare the element-wise difference between the offline and

the online third order derivatives. As anticipated, here the online update is sufficient to

guarantee the n−1/2 convergence rate to the offline counterpart and indeed, the estimated

slope is −0.334.
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Figure 2.3: Element-wise difference between offline and approximated third derivatives.

A graphical display of these effects on the approximating performances of the quasi-

online skew-symmetric approximation has already been anticipated in Figure 1.1. In a

one dimensional logistic regression we report the estimated TV distance between the tar-

get posterior and different skew-symmetric approximations. Said distance is estimated

by numeric integration of the difference between the posterior and approximating den-

sities (which are respectively propositional to the prior times likelihood, and known in

closed form). Remark how the quasi-online approximation based on constant window-

type derivative approximations matches the offline sks convergence rate.

In logarithmic scale the 1/n rate is detected by a −1 slope of the regression line fitting

the TV distances over time: with an estimated slope of −0.996, the quasi-online ap-

proximation displays the expected behavior. As anticipated, with growing windows, the

approximating accuracy of the surrogate derivatives decreases and the convergence rates

drop at a rate which is comparable to the window growth rate. Notice how a window

growing at rate n1−1/3 (orange), is associated to a −0.671 estimated slope, while a win-

dow growing as n1−1/2 (brown) is associated to a −0.533 slope. Notice further that these

results refer to the choice of initializing the quasi-online approximation with the offline
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counterpart in the first stages of the experiment (when the linear-in-n cost dependence is

negligible). As a result, we observe the matching behavior of the quasi-online and offline

versions before the window size is reached.

3.1 Window amplitude effect

Using the window–type estimators for the derivatives is one (among possibly many oth-

ers) estimation procedure that allows maintaining the 1/n1−δ convergence rate to target

posterior. Condition (2.29) quantifies how much two versions of the efficient estimator

for the parameter are allowed to differ when they are based on two data sets differing

by the latest K(n) data points. The latter is the size of the window in the window-type

estimators and balances computational efficiency and precision of the derivative update

in order to guarantee good approximating performances. Provided that Assumption 8

holds, the additional requirement is mild, but non-trivial. Indeed, despite easily satisfied

by the online maximization procedures that are allowed for in our theory, it further im-

poses that the estimation procedure stabilizes within the chosen window at an increased

rate. Notice, allowed differences between the two estimators not only depend on n, but

also on the window’s amplitude, which has to be chosen conservatively (as we showed that

a fully online case fails). Despite an explicit assessment of the window size effect on the

approximating accuracy has not been formalized, we here remark how it solely depends

on the estimation procedure of choice. We report how an increasing window negatively

affects the convergence rate of sks approximations to the target posterior, namely how

an increasing K(n) determines an increase in δ.

In particular, condition (2.29) imposes that the expected distance between estimators

within a window, thus at most differing by the latest K(n) data points, is controlled by

O
(
n−1+δ

)
. This is an observed behavior in most optimization procedures as it requires

estimates, based on similar data, to grow increasingly similar as the number of observa-

tions grows. However, it allows the speed of such concentration to depend on the size
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differences between the two data pools on which the estimates are based. As such, it

does not immediately follow from Assumption 8, but further specializes allowed online

estimation procedures and acceptable window size choices for them.

Figure 2.4 displays the differences between β̃(n) and β̃(n−K(n)), namely the online MAP es-

timates when based on datasets differing by K(n) data points. Results refer to the logistic

regression parameter obtained by the online EM algorithm and window sizes ranging from

1 to 500. Also with reference to Table 2.1, we acknowledge that a constant (with respect

to n) choices for K(n) only slightly affect the difference, while n-dependent window sizes

significantly do. In particular, Table 2.1 reports, in three modeling and estimating sce-

narios, the convergence rate of ∥β̃(n) − β̃(n−k)∥ towards 0 in logarithmic scale. Estimated

rates are obtained as the slope of the regression line fitting the differences between β̃(n)

and β̃(n−k) as n grows. The relation between the size of the window K(n) and the ap-

K(n) 1 5 10 25 50 100 200 500 n1/2 n2/3

Logit -0.97 -0.96 -0.97 -0.97 -0.94 -0.91 -0.88 -0.87 -0.73 -0.64
Probit -1.01 -0.99 -0.98 -0.99 -0.97 -0.92 -0.89 -0.75 -0.73 -0.66

Poisson -0.97 -0.95 -0.94 -0.90 -0.85 -0.79 -0.67 -0.48 -0.74 -0.67

Table 2.1: Estimated rates (in logarithmic scale) of En
0∥β̃(n)− β̃(n−k)∥ for different choices

of K(n) in the logit, probit and Poisson regression for different parameter dimensions (7,
5 and one, respectively). Results are averaged over 100 experiments with horizon 2000.

proximating accuracy δ has not been investigated in general, as it depends on the chosen

estimation procedure. In the studied example, namely online expectation maximization

for generalized linear models, we observe that δ = 1/2 logn K(n), that is, half the exponent

of the window size.
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Figure 2.4: Differences between β̃(n) and β̃(n−k) for different choices of K(n) in logistic
regression with 7-dimensional parameter. Estimation leverages online expectation maxi-
mization. Results are averaged over 100 experiments each with horizon 2000.

Accordingly, δ ≈ 0 for constant K(n). In simulations this equals choosing relatively

small window sizes with respect to the experimental horizon n. In absolute value, K can

be as large as 30, 40 or even 50, justifying the "quasi–online" name of our approximation.

When K(n) has the form nq for moderate exponents q ≤ 1/2, we get δ ≤ 1/2, whereas

for linear dependencies we observe values of δ close to the 1/2 threshold even for small

linear coefficients. In particular, when K(n) = δn is linear, the window-type estimators

have a constant computational cost as the number of terms that need to be updated is

⌊ n
K(n)⌋ = 1/δ, making the procedure actually online. We know the fully online case δ→ 1

fails to guarantee convergence to the target posterior, so we conjecture any other δ ∈ (0, 1)

represents a step in the transition from update schemes that assures convergence of the

relative sks approximation to the target posterior, to those that cannot.

Remark 3. Because of the dependence on the chosen online estimation procedure, we

suggest the following decision flow to determine the window size in any scenario where a

quasi–online skew–symmetric approximation is required:
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1. Choose an online parameter estimation procedure suited to the model at hand.

2. Determine the effect of any window size K(n) on differences between deprecated

versions of the estimator β(n−k), for k ≤ K(n), and the current: β(n). That is,

quantify δ in condition (2.29).

3. Fix a rate penalty δ which will affect the optimal 1/n convergence rate.

4. Find K(n) that assures such δ according to the relationship established at point 2.

A Technical lemmas

Lemma 1. Under Assumptions 8 and 9, it holds

∆̃n =
√
nJ̃−1

n ℓ(1)
n (β̃(n)) = OP n

0
(1),

ξ̃ = n
�
J(β̃(n))

�−1
ũ = OP n

0
(1).

Here J̃n = J(β̃(n)) and ũ = (ℓ(1)
n (β̃(n)) + log π(1)(β̃(n)))/

√
n, for which it holds J̃n,st

n
=

OP n
0

(1) and ũ = OP n
0

(1).

Additionally, there exist two positive constants η̃3, η̃4 such that the event

Ãn,0 = {λmin(Σ̃−1) > η̃3} ∩ {λmax(Σ̃−1) < η̃4} holds with probability P n
0 Ãn,0 = 1− o(1).

Proof. By Assumption 9 we get J̃n,st

n
= OP n

0
(1) and ℓ

(1)
n (β̃(n))√

n
= OP n

0
(1). As a consequence

of eigen–decomposition and the bound on eigenvalues for J̃n,st

n
, it follows that also the

eigenvalues of ( J̃n,st

n
)−1 are bounded. Thus, we get nJ̃−1

n,st = OP n
0

(1), implying ∆̃n =
√
nJ̃−1

n ℓ(1)
n (β̃(n)) = OP n

0
(1) as well. To conclude, it is sufficient to notice how ũ is OP n

0
(1),

as implied by Assumption 9, and that ξ̃ is defined as the product of two quantities which

entries are both OP n
0

(1), namely

ξ̃s =
p∑

t=1
n
�
J(β̃(n))

�−1

st
ũt = OP n

0
(1). (2.34)
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Concerning Ãn,0, we start by recalling that the event {λmin((ℓ(2)
n (β̃(n))/n)−1) > η̃1} ∩

{λmax((ℓ(2)
n (β̃(n))/n)−1) < η̃2} holds with P n

0 –probability tending to 1. Moreover, entries

of Σ̃−1 are given by

Σ̃−1
st = −ℓ(2)

n (β̃(n))st

n
− 1
n1/2

(
1
n

p∑
s,t,l=1

ξ̃lℓ
(3)
n,stl(β̃(n))

)
.

Thus, by Lemma 6, we conclude that there exists two positive constants η̃3, η̃4 such that

λmin(Σ̃−1) > η̃3 and λmax(Σ̃−1) < η̃4 with P n
0 –probability tending to 1, since

Σ̃−1
st =

�
−ℓ(2)

n (β̃(n)

n

�−1

st

− 1
n1/2

(
1
n

p∑
s,t,l=1

ξ̃lℓ
(3)
n,stl(β̃(n))

)
= OP n

0

� 1
n1/2

�
,

because of the result on entries of ξ̃, discussed in (2.34), and Assumption 9 on bounded

entries of the third order derivative of the log–likelihood.

Lemma 2. Let F be the cdf of a univariate random variable on R such that F (−x) =

1−F (x), F (0) = 1/2 and F (x) = F (0)+ηx+O(x2), for some η ∈ R. Under Assumption

9 it follows that

log
[pn

β̃+h̃/
√

n

pn
β̃

(Xn)π(β̃ + h̃/
√
n)

π(β̃)

]
+ 1

2(h̃− ξ̃)⊺Σ̃−1(h̃− ξ̃)− log 2w̃(h̃− ξ̃) + δ = r̃n,4(h̃),

(2.35)

where Σ̃−1 = 1
n
J(β̃(n))− 1

n1/2

�
1
n

∑p
s,t,l=1 ξlℓ

(3)
n,stl(β̃(n))

�
, while

w̃(h̃− ξ̃) = F

�
{1/(12η

√
n)}

� p∑
s,t,l=1

ℓ
(3)
n,stl(β̃(n))

n

¦
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l +3(h̃− ξ̃)sξ̃tξ̃l

©��
,

and δ is a constant not depending on h. Moreover,

r̃n,4 := suph̃∈K̃n
|r̃n,4(h̃)| = OP n

0
(M̃ b3

n /n), (2.36)

with K̃n = {h̃ : ∥h̃∥ < 2M̃n}, for some constant b3 > 0.
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Proof. The third order Taylor expansion of the log–posterior around β̃(n) is

log
[pβ̃+h̃/

√
n

pβ̃

(Xn)π(β̃ + h̃/
√
n)

π(β̃)

]
=

p∑
s=1

ℓ(1)
n,s(β̃(n)) h̃s√

n
+

p∑
s=1

log π(1)
s (β̃(n)) h̃s√

n

+
p∑

s,t=1

ℓ
(2)
n,st(β̃(n))

2
h̃s√
n

h̃t√
n

+
p∑

s,t,l=1

ℓ
(3)
n,stl(β̃(n))

6
h̃s√
n

h̃t√
n

h̃l√
n

+OP n
0

({∥h̃∥4 ∨ 1}/n),
(2.37)

Where the order of the residual is given by the bound on the fourth derivative and on

the second derivative of the log–prior implied by Assumption 9. Having defined ∆̃n =
√
nJ̃−1

n ℓ(1)
n (β̃(n)), with J̃n = J(β̃(n)), we can write

p∑
s=1

ℓ(1)
n,s(β̃(n)) h̃s√

n
=

p∑
s,t=1

J̃n,st

n
∆̃n,sh̃t.

Now consider the first three terms in Equation (2.37) and notice they can be written as

−
p∑

s,t=1

J̃n,st

2n
�
h̃− ξ̃

�
s

�
h̃− ξ̃

�
t
+ r̃1.

With r̃1 a remainder which is independent of h̃ and ξ̃ = ∆̃n− J̃−1
n log π(1)(β̃(n))√

n
, when relying

on definitions in (2.9). Now add and subtract ξ̃ from h̃ in the third order term, we get

1
6
√
n

�
ℓ

(3)
n,stl(β̃(n))

n
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l +

3ℓ
(3)
n,stl(β̃(n))
n

(h̃− ξ̃)sξ̃tξ̃l (2.38)

+
3ℓ

(3)
n,stl(β̃(n))
n

(h̃− ξ̃)s(h̃− ξ̃)tξ̃l

�
+ r̃2.

With r̃2 again independent of h̃. Using the two formulations above, Equation (2.37) can
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be rewritten, up to remainders and unifying the coefficient of (h̃− ξ̃)s(h̃− ξ̃)t as

−1
2

p∑
s,t=1

�
J̃n,st

n
−

p∑
l=1

ℓ
(3)
n,stl(β̃(n))
n3/2 ξ̃l

�
(h̃− ξ̃)s(h̃− ξ̃)t

+ 1
6
√
n

p∑
s,t,l=1

�
ℓ

(3)
n,stl(β̃(n))

n
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l +

3ℓ
(3)
n,stl(β̃(n))
n

(h̃− ξ̃)sξ̃tξ̃l

�
+ r̃3,

where r̃3 = r̃2 + r̃1 is again independent of h̃. Concerning the remaining two quantities in

the third order term, from the combination of Assumption 9 with standard inequalities

for the absolute value, we get

∣∣∣∣∣∣
p∑

s,t,l=1

ℓ
(3)
n,stl(β̃(n))

n
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l

∣∣∣∣∣∣
≤

p∑
s,t,l=1

∣∣∣∣∣∣ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣ |(h̃− ξ̃)s||(h̃− ξ̃)t||(h̃− ξ̃)l|

≤
p∑

s,t,l=1

∣∣∣∣∣∣ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣
p∑

s=1
|(h̃− ξ̃)s|

p∑
t=1
|(h̃− ξ̃)t|

p∑
l=1
|(h̃− ξ̃)l|

≤
p∑

s,t,l=1

∣∣∣∣∣∣ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣ p3∥h̃− ξ̃∥3 = OP n
0

({∥h̃∥3 ∨ 1}).

(2.39)

Further exploiting the fact that parameter dimension p is fixed and that, because of

Lemma 1, ∥ξ̃∥ = OP n
0

(1), we get

∣∣∣∣∣∣
p∑

s,t,l=1

ℓ
(3)
n,stl(β̃(n))

n
(h̃− ξ̃)sξ̃tξ̃l

∣∣∣∣∣∣ ≤
p∑

s,t,l=1

∣∣∣∣∣∣ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣
p∑

s=1
|(h̃− ξ̃)s|

p∑
t=1
|ξ̃t|

p∑
l=1
|ξ̃l|

≤
p∑

s,t,l=1

∣∣∣∣∣∣ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣ p3∥h̃− ξ̃∥∥ξ̃∥2 = OP n
0

({∥h̃∥ ∨ 1}).

(2.40)

In line with (2.39) and (2.40) and recalling F (x) = 1
2+ηx+O(x2) and log(1+x) = x+O(x2)
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for x→ 0, we can write

log
�
2F
�

1
12η
√
n

�
p∑

s,t,l=1

ℓ
(3)
n,stl(β̃(n))

n

¦
(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l + 3(h̃− ξ̃)sξ̃tξ̃l

©���
= 1

6
√
n

�∑p
s,t,l=1 ℓ

(3)
n,stl(β̃(n))
n

(h̃− ξ̃)s(h̃− ξ̃)t(h̃− ξ̃)l +
3 ∑p

s,t,l=1 ℓ
(3)
n,stl(β̃(n))
n

(h̃− ξ̃)sξ̃tξ̃l

�
+OP n

0
(n−1{∥h̃∥6 ∨ 1}).

Note that, when restricted on K̃n, ∥h̃∥ < M̃n. Accordingly, the error terms in the above

display reduce to OP n
0

(n−1M̃6
n).

Lemma 3. Under the hypotheses of Theorem 3, let An,4 = An,3 ∩ {∥æξ∥ < M̌n}, where

An,3 = {λmin(æΣ−1) > η3} ∩ {λmax(æΣ−1) < η4} and M̌n = o(Mn), Then, P n
0 (An,4) = 1 −

o(1).

Proof. We start by using Lemma 6 on æΣ−1 and Σ̃−1 to prove P n
0 (An,3) = 1− o(1).

For Lemma 6 to hold, we need to check conditions |æΣ−1
st − Σ̃−1

st | = OP n
0

(1/n1−δ) and that

there exist two positive constants η̃3, η̃4 such that λmin(Σ̃−1) > η̃3 and λmax(Σ̃−1) < η̃4

hold with P n
0 -probability tending to one.

The latter condition is satisfied because of Lemma 1, while for the first we have

∣∣∣æΣ−1
st − Σ̃−1

st

∣∣∣ =

∣∣∣∣∣∣− ℓ̃
(2)
n,st

n
− 1√

n

p∑
l=1

æξl

ℓ̃
(3)
n,stl

n
+ ℓ

(2)
n,st(β̃(n))

n
+ 1√

n

p∑
l=1

ξ̃l

ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣
≤

∣∣∣∣∣∣ℓ
(2)
n,st(β̃(n))

n
−

ℓ̃
(2)
n,st

n

∣∣∣∣∣∣+

∣∣∣∣∣∣∣
1√
n

�
p∑

l=1
ξ̃l

ℓ
(3)
n,stl(β̃(n))

n
−

p∑
l=1

æξl

ℓ̃
(3)
n,stl

n

�∣∣∣∣∣∣∣ .
By the Theorem 3’s hypothesis, the difference between second order derivatives isOP n

0

�
1

n1−δ

�
.

Concerning the second addend, we proceed by adding and subtracting 1√
n

∑p
l=1
æξl

ℓ
(3)
n,stl

(β̃(n))
n

.
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This leaves us with studying

∣∣∣∣∣∣
p∑

l=1
ξ̃l

ℓ
(3)
n,stl(β̃(n))

n
±

p∑
l=1

æξl

ℓ
(3)
n,stl(β̃(n))

n
−

p∑
l=1

æξl

ℓ̃
(3)
n,stl

n

∣∣∣∣∣∣
≤

∣∣∣∣∣∣
p∑

l=1

æξl

ℓ
(3)
n,stl(β̃(n))

n
−

p∑
l=1

æξl

ℓ̃
(3)
n,stl

n

∣∣∣∣∣∣+

∣∣∣∣∣∣
p∑

l=1
ξ̃l

ℓ
(3)
n,stl(β̃(n))

n
−

p∑
l=1

æξl

ℓ
(3)
n,stl(β̃(n))

n

∣∣∣∣∣∣ ,
where we used triangle inequality to bound the absolute value of a sum. Concerning the

resulting differences, the first is guaranteed to be OP n
0

�
1
n

�
by the assumption on third

derivatives in Theorem 3. The behavior of the second term is completely determined by

the comparison |ξ̃l − æξl|, that is, using definitions (1.8) and (1.15), respectively,

∣∣∣∣∣∣
p∑

r=1

�
ℓ(2)

n (β̃(n))
n

�−1

lr

ur(β̃(n))−
p∑

r=1

�
ℓ(2)

n (β̃(n))
n

+R6

�−1

lr

�
ur(β̃(n)) + r5,r

�∣∣∣∣∣∣ . (2.41)

Here r5,r = OP n
0

�
1

n1−δ

�
and R6 is a matrix which entries satisfy r6,lr = OP n

0

�
1

n1−δ

�
as

follows from conditions in the statement of Theorem 3.

To quantify the effect of the error term on the matrix inversion, recall that, by Neumann’s

series, for ϵ→ 0 and A,X two square matrices, it holds

(A+ ϵX)−1 = A−1 − ϵA−1XA−1 + A−1
∞∑

k=2
(−ϵXA−1)k.

Now define the event An,6 = {|r6,lr| ≤ C∗èMn/n
1−δ, for l, r = 1, . . . , p} for èMn → ∞

arbitrarily slow. By assumptions in Theorem 3, P n
0 (An,6) = 1 − o(1). Thus, using the
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Neumann series expansion in the high probability set An,6 ∩ Ãn,0, we obtain

�
ℓ(2)

n (β̃(n))
n

+R6

�−1

lr

=
�

ℓ(2)
n (β̃(n))
n

�−1

lr

+
èMn

n1−δ

p∑
q,d=1

�
ℓ(2)

n (β̃(n))
n

�−1

lq

r6,qdèMn/n1−δ

�
ℓ(2)

n (β̃(n))
n

�−1

dr

+ r7,lr,

(2.42)

where we wrote the explicit remainder of the Neumann series as

r7,lr =
∞∑

k=2

p∑
q=1

�
ℓ(2)

n (β̃(n))
n

�−1

lq

 èMn

n1−δ
R7

�
ℓ(2)

n (β̃(n))
n

�−1
k

qr

. (2.43)

where R7 = R6/(èMn/n
1−δ) is a matrix with entries r6,lr/(èMn/n

1−δ). Conditioned on

An,6∩Ãn,0 the elements of the matrices ℓ(2)
n (β̃(n))/n andR7 are bounded. As a consequence,

since the parameter dimension p is fixed, the sum in the second addend of (2.42) is

bounded by a fixed positive constant. Using a similar argument on r7,lr, notice how the

eigenvalues of k-th power involved matrices will be bounded as well, while the leading

term of the series expansion will be of order OP n
0

�( èMn

n1−δ

)2�
. Conditioning on the event

Ãn,0 ∩ An,6, the difference in (2.41) is equal to

r8,l =
p∑

r=1

�
ℓ(2)

n (β̃(n))
n

�−1

lr

r5,r +
p∑

q,d,r=1

�
ℓ̃(2)

n (β̃(n))
n

�−1

lq

r6,qd

�
ℓ̃(2)

n (β̃(n))
n

�−1

dr

r5,r +
p∑

r=1
r7,lrr5,r.

(2.44)

And we conclude noticing that all terms in (2.44) are at least OP n
0

�
1

n1−δ

�
. Indeed, quanti-

ties ℓ
(2)
n,lr

(β̃(n))
n

have bounded absolute value when restricted to Ãn,0 and r6,qdèMn/n1−δ
are bounded

when conditioning on An,6.

Since æξ = ξ̃ + r8, as immediate consequence of this result, we also have P n
0 (∥æξ∥ < M̌n) =

OP n
0

(1) for M̌n = o(Mn). Indeed, we showed |ξ̃l − æξl| is OP n
0

�
1

n1−δ

�
for all l = 1, . . . , p.
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Moreover, P n
0 (∥ξ̃∥ < M̃n) = OP n

0
(1) for M̃n = o(Mn), as shown in Lemma 1 so that, there

will exist M̌n = o(Mn) such that P n
0 (∥æξ∥ < M̌n) = OP n

0
(1) as well.

Lemma 4. Let F be the CDF of a univariate random variable on R such that F (−x) = 1− F (x),

F (0) = 1/2 and F (x) = 1/2 + ηx + O(x2) for some η ∈ R. Then, under hypothesis of

Theorem 3,

log(F ( æw(h̃− æξ)))− log(F (w̃(h̃− ξ̃))) = r10(h̃).

Moreover, r10 = suph̃∈K̃n
|r10(h̃)| = OP n

0

(
M

b10
n

n1−δ

)
for some constant b10 > 0.

Proof. We start by exploiting the expansion F (x) = 1/2 + ηx+O(x2) to write

log(F (x)) = log(1/2 + ηx+O(x2)) = log(1/2) + 2ηx+O(x2).

Notice that the further expansion of the logarithm holds only if the argument of F (·)

convergence to zero. Relying on Assumption 9, it has been shown in Lemma 2 that

indeed w̃(h̃− ξ̃) is OP n
0

({∥h̃∥3∨1}
n1/2 ).

Concerning æw(h̃− æξ), we use the definition in Equation (1.17) to write

æw(h̃− æξ) =
√

2π
12
√
n

p∑
s,t,l=1

�
ℓ

(3)
n,stl(β̃(n))

n
+ r9,stl

�¨
(h̃− ξ̃ + r8)s(h̃− ξ̃ + r8)t(h̃− ξ̃ + r8)l

+ 3(h̃− ξ̃ + r8)s(ξ̃ + r8)t(ξ̃ + r8)l

«
,

(2.45)

here residuals r9,stl = (ℓ̃(3)
n,stl − ℓ

(3)
n,stl(β̃(n)))/n and r8,s is defined in (2.44). Relying on the

third Assumption (2.16) among conditions of Theorem 3 and conclusions on the order of

quantity (2.44), we conclude

r9,stl = OP n
0

� 1
n1/2

�
,

r8,s = OP n
0

� 1
n1−δ

�
.
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Thus, (2.45) can be equivalently rewritten as

1√
n

p∑
s,t,l=1

¨
ℓ

(3)
n,stl(β̃(n))

n
(h− ξ̃)s(h− ξ̃)t(h− ξ̃)l + 3

ℓ
(3)
n,stl(β̃(n))

n
(h− ξ̃)s ξ̃t ξ̃l

+3
ℓ

(3)
n,stl(β̃(n))

n
(h− ξ̃)s(h− ξ̃)t r8,l + 6

ℓ
(3)
n,stl(β̃(n))

n
ξ̃s ξ̃t r8,l

+6
ℓ

(3)
n,stl(β̃(n))

n
(h− ξ̃)s ξ̃t r8,l + 6

ℓ
(3)
n,stl(β̃(n))

n
(h− ξ̃)s r8,t r8,l

+3
ℓ

(3)
n,stl(β̃(n))

n
ξ̃s r8,t r8,l + 4

ℓ
(3)
n,stl(β̃(n))

n
r8,s r8,t r8,l

+(h− ξ̃)s(h− ξ̃)t(h− ξ̃)l r9,stl + 3(h− ξ̃)s ξ̃t ξ̃l r9,stl

+3(h− ξ̃)s(h− ξ̃)t r8,l r9,stl + 6(h− ξ̃)sξ̃t r8,l r9,stl

+6(h− ξ̃)s r8,t r8,l r9,stl + 6 ξ̃s ξ̃t r8,l r9,stl

+3 ξ̃s r8,t r8,l r9,stl + 4 r8,s r8,t r8,l r9,stl

«
.

(2.46)

Consider restricting to the event An,7 = An,6 ∩ Ãn,0 ∩ {|r9,stl| ≤ M̈n

n1/2 , for s, t, l = 1, . . . , p}

for M̈n → ∞ arbitrarily slow. By assumptions in Theorem 3 and argument (2.44),

developed in Lemma 3, P n
0 (An,7) = 1− o(1).

As a consequence, (2.46) can be written as w̃(h̃ − ξ̃) + r10(h̃) where the remainder is

OP n
0

(
{1∨∥h∥3}

n1−δ

)
because of the multiplicative term 1/

√
n in front of the expression and

the interaction between residuals. Accordingly, the logarithmic expansion can be used foræw(h̃− æξ) as well, resulting in

log(F ( æw(h̃− æξ)))− log(F (w̃(h̃− ξ̃)))

= w̃(h̃− ξ̃) + r10(h̃)− w̃(h̃− ξ̃) +OP n
0

�
{1 ∨ ∥h∥6}
n(1−δ)

�
,

which is the required result, up to incorporating the expansion remainder into the residual.

Lemma 5 (Lemma 2.9 Durante et al. (2024)). Under Assumptions 2–5, there exists a
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sufficiently–large c0 > 0 in Mn =
√
c0 log n, such that for every D > 0 it holds

lim
n→∞

P n
0 {Πn(Kc

n) < n−D} = 1,

where Kc
n is the complement of Kn.

Lemma 6 (Lemma B.2 Durante et al. (2024)). Let Â and A denote two d × d real

symmetric matrices. Suppose that Â is random with entries âst = OP n
0

(1), whereas A is

non–random and has elements ast = O(1). Moreover, assume

ast − âst = OP n
0

(δn), (2.47)

for some norming rate δn → 0 and s, t ∈ {1, . . . , d}. If there exist two positive constants

η1 and η2 such that λmin(A) > η1 and λmax(A) < η2 then, with P n
0 –probability tending to

1, there exist two positive constants η∗
1 and η∗

2 such that λmin(Â) > η∗
1 and λmax(Â) < η∗

2.
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Discussion

In Chapter 2 we provided theoretical guarantees for the approximating accuracy of on-

line skew-symmetric approximations. We achieved these thanks to Bernstein–Von–Mises

type arguments and properly centered Taylor expansion of the log posteriors. These re-

sults rely on a number of technical assumptions, 5 among others, that are common in

the statistical (in particular Bayesian) asymptotic theory, see Kleijn and van der Vaart

(2012). Modeling assumptions and conditions on the derivatives as in 2–3 are common

requirements that describe the orders in probability under random sampling of size n of

some likelihood quantities under the assumption that joint cumulants of log-likelihood

derivatives are of order O. They appear in Pace and Salvan (1997), page 347, and clearly

assume that the derivatives exist.

Accordingly, any time a Gaussian approximation can be computed, the skew–symmetric

just requires a further order of derivation, which in analytically tractable likelihoods is

mostly possible. In all these cases the skew-symmetric is provably more accurate than

any normal approximation, because the normal family is a subset of skew-symmetric dis-

tributions. The range of applicability of these two derivative–based approximations is,

hence, very similar. Settings where either multi–modality, discrete parameters or analyt-

ically intractable likelihoods are involved, are outside of this range. Among the modeling

settings that fall in this class, we mention random partition models for clustering, Markov

switching models, mixture models, probabilistic graphical models, stochastic differential

equation models and neural networks.

On a separate note, Assumption 8 and condition (2.29) are requirements on the quality of

estimation procedures in the online setting. The first is a mild assumption that holds for

most optimization algorithms, in particular, in scenarios of uni-modality and existence

and regularity of derivatives, as required by Assumption 2. So, in all cases where using

skew-symmetric approximations is reasonable. The additional requirement of the window
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effect, is non trivial, but in the modeling settings that our theory allows, is an expected

behavior. In continuous and concave optimization problems, it is a mild extension to As-

sumption 8, which will not affect the range of modeling scenarios where this methodology

can be applied, but rather select the optimization algorithms to be used in conjunction

with it.

Under these assumptions, posterior convergence results to target posterior can be es-

tablished also for the expansion based online–Laplace approximation introduced in the

Discussion to Chapter 1. For both the “window“–based and the fully online alterna-

tive, we are able to detect 1/
√
n convergence rates, up to logarithmic terms, similarly to

existing Bernestein–von–Mises results for Gaussian distributions.



114CHAPTER 2. THEORY FOR ONLINE SKEW-SYMMETRIC APPROXIMATIONS



Chapter 3

Online skew-symmetric

approximation in bandit problems

A multi-armed bandit (MAB) (see Lattimore and Szepesvári (2020), Slivkins (2019)) is

an online learning problem where an agent sequentially interacts with nature. The de-

cision maker has the goal to take actions that guarantee the largest cumulative reward,

given by the environmental payoffs. When the latter are drawn from an unknown reward

distribution, the bandit problem is called stochastic (see Lai and Robbins (1985)). When,

further, one assumes that there exists a systematic relationship between the action and

the reward itself, the problem is called structured. Common examples are linear bandits

which have been extensively studied starting from Auer (2003). Since actions, or arms,

are chosen according to their expected rewards, these must be learned by exploring the

arm space. At the same time, the player might be interested in exploiting her current

knowledge and select the action with highest estimated reward. Bandit algorithms are

automated policies that tackle this exploration/exploitation trade-off and output a se-

quence of arms based on past actions and rewards.

A variety of multi armed bandit algorithms exist and a broad overview can be found in

Slivkins (2019) and Lattimore and Szepesvári (2020). In the Bayesian setting, a-priori

115
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uncertainty on the reward distribution can be expressed by a prior on the structure defy-

ing parameters. Such prior is a-posteriori updated according to the observed arm-reward

couples. Bayesian modeling proves to be particularly suited for MAB problems as it natu-

rally accounts for sequential processing of data and heuristically appealing decision rules.

These mostly rely on posterior sampling and constitute the building blocks of Bayesian

bandit algorithms. Celebrated examples are upper confidence bound (UCB) policies and,

mainly, Thompson sampling (TS). Suggested by Auer (2003), UCBs were extended to the

Bayesian setting in Kaufmann et al. (2012) who later provided theoretical regret bounds

in Kaufmann (2018).

TS is the first bandit algorithm and dates back to Thompson (1933). Here, the Bernoulli

outcome case with two arms was described and an empirical regret analysis presented.

In the last decade, the algorithm was rediscovered and results proliferated. Chapelle

and Li (2011) is an early applied example, soon followed by theoretical guarantees on

regret performances as in Agrawal and Goyal (2012a) and Abbasi-yadkori et al. (2011).

Agrawal and Goyal (2012b) proved asymptotic optimality of the Beta/Bernoulli case,

while Korda et al. (2013) showed a similar behavior for single-parameter exponential

families with appropriate priors. Frequentist analysis of Thompson sampling for linear

bandits followed shortly in Agrawal and Goyal (2013) and Abeille and Lazaric (2018),

while the information-theoretic analysis of Russo and Van Roy (2016) yielded insight into

how gathering information improves performances.

Our contribution frames into a parallel research stream focused on computational issues.

A good overview on state–of–the–art techniques for efficient Thompson sampling is pro-

vided in the recent tutorial by Russo et al. (2018). As noted by Scott (2015), interesting

frameworks for the Thompson sampling exceed the trivial conjugate Beta/Bernoulli setup.

Immediate examples are binary rewards where logistic or probit link functions connect the

probability of success to contextual information on the arms. Here, the prior can be used

to impose structure on the parameters like inducing dependence. In these settings, and
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in contextual bandit problems in general, posterior sampling faces similar computational

issues of online generalized linear models discussed in Chapter 1. Accordingly, efforts to

extend Bayesian MAB algorithms to these less trivial scenarios are on the rise.

Context-dependent binary rewards and Laplace approximations for TS were suggested in

Chapelle and Li (2011). Ding et al. (2021) combined online stochastic gradient descent

with TS for a fast and scalable approach to generalized linear bandits. In Pan et al. (2022)

a langevin monte carlo sampler, that performs repeated noisy gradient steps, provides ap-

proximate posterior samples for TS. If it is run for sufficiently many steps, it guarantees to

sample from the Laplace approximation, using only first order information. This means

LTS does not converge exactly to the posterior, but to its Laplace approximation instead.

In doing so it still achieves sub linear regret. Urteaga and Wiggins (2018) consider con-

textual multi-armed bandits where the reward distribution is approximated by mixture

model whose parameters are inferred via variational inference. Dumitrascu et al. (2018)

proposed the Polya-Gamma augmented TS as a component wise sampler built on param-

eter augmentation in the logistic model. Scott (2010) dealt with a similar problem in the

probit case, suggesting Gibbs TS based on Albert and Chib (1993)’s data augmentation.

Finally, the use of particle systems and sequential monte carlo samplers was introduced

by Gopalan et al. (2014) for classes of complex online bandit problems involving selection

of arm subsets where posterior distributions lack an explicit closed form.

Presented methods separates into two classes, approximate Thompson sampling with com-

putational efficiency and scalability in mind and exact TS for optimal performances in

the regret sense. Laplace, langevin and gradient based samplers are among the first type:

they easily adapt to most modeling scenarios, but, as we will show, might incur in large

regret when the posterior distributions display asymmetries. The latter is a common situ-

ation, arising even in small dimensional generalized linear bandits, and is the reason why

specialized and inefficient sampling approaches like Gibbs are still used in online learning

settings by MAB algorithms of the second type.
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In this chapter, we try to get the best of both worlds using known features of the poste-

rior to inform an accurate, but computationally efficient approximation for fast posterior

sampling. We do so relying on an efficient yet provably accurate online skew symmetric

posterior approximation in Thompson sampling. We argue that the construction in Chap-

ter 1 maintains its approximating accuracy guarantees also in case of dependent data and

that, thanks to the online parameter update and the efficient sampling procedure, TS

with skew-symmetric sampling is computationally competitive also against less accurate

methods.

In the following sections, we analyze a structured stochastic MAB with binary rewards

and probit success probabilities. Modeling specifics and the Bayesian problem formulation

are presented in Section 3.1. Here, we notice how intractable posteriors affect even basic

fractional-factorial designs where arms are identified by binary covariates that encode the

experimental settings under investigation. Since common MCMC strategies prove to be

sub-optimal in this online context alternative sampling schemes are required: an overview

of existing strategies is provided in Section 3.2. In Section 3.3 we suggest a novel hy-

brid approach to provide approximate posterior samples for Thompson sampling. This

technique relies on a conjugacy result for Bayesian probit regression by Durante (2019),

recalled in Section 3.3.2, and the accurate skew-symmetric approximation already pre-

sented in Chapter 1. This approach represents a fast and scalable technique for optimal

arm selection at moderate to no expense of cumulative regret. We present empirical re-

sults and performance comparisons with competing methods in Section 3.4.
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3.1 Thompson sampling for factorial probit multi armed

bandit

Consider a sequential decision-making process over a discrete time horizon indexed by i.

At each stage, the learner chooses an action (also said arm, in the MAB literature) ai

in a finite set A. The environmental response is a stochastic reward yi, independently

drawn from a distribution p(y | ai) for given action ai. The objective of the learner

is to cumulatively maximize the reward over the experiment’s horizon, which might be

either finite n or infinite. In this chapter, we assume a factorial design for the arm

specification and a structured binary reward. In particular, suppose each arm ai codes

which experimental configuration to test by means of a one-hot encoding vector xi. Say

F the number of investigated factors and If the individual levels of each factor, then, a

p-dimensional (with p = 1+∑F
f=1(If−1)) dummy variables vector is sufficient to describe

all possible |A| = ∏F
f=1 If experimental configurations. For consistency in notation, we

will hereafter refer to arms ai only by their encoding counterpart xi. Moreover, suppose

the binary reward distribution is parameterized by intrinsic properties of all arms, the

parameters β ∈ B. These are shared across different arms and hence introduce a structure

in nature’s response. This unknown becomes the objective of the learning procedure. We

specify our modeling assumptions further, assuming both a linear interaction between the

parameter β and the arm encoding x and a probit distribution for the rewards,

Yi|xi, β
ind∼ Bern(Φ(x⊺i β)), (3.1)

with Φ the CDF of a standard normal distribution and β the unknown parameter. As

such, our model frames in the setting of generalized linear contextual bandits.

The objective of any MAB problem is a policy that selects, at each stage i, which arm to

play and, by doing so, minimizes some measure of lost performance (with respect to an
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optimal strategy x∗) like the expected cumulative frequentist regret:

Rn = E
¨

n∑
i=1

(Y ∗
i − Yi)

«
. (3.2)

The latter compares the expected reward Y ∗ accumulated by an oracle always playing

the best (in terms of reward expectation) arm with the expected reward of the actually

chosen arm sequence {x1, x2, . . . , xn}. When information about the reward-generating

distribution is not complete, that is, β is unknown, we aim at minimizing the loss due to

not knowing, and hence not playing, the optimal action. Notice that, in the probit case,

the expected reward is simply Φ(x⊺β) and maximizing it is equivalent to maximizing x⊺β.

Accordingly, the best strategy under complete information on β is

x∗ = arg max
x∈A

x⊺β∗. (3.3)

The expectation in (3.2) is taken over the randomness in the outcomes, the arm selection

policy and the uncertainty about the parameter. In a Bayesian approach, the latter is

expressed by a probability distribution on the parameter space. Assume the prior on β is

normally distributed

β ∼ Np(ξ,Ω). (3.4)

Then, as the experiment proceeds and a history of played arms and observed rewards is

recorded, the prior on β is updated to determine the posterior distribution. Say Xn the

n× p design matrix of played arms and yn the reward history. Together, they constitute

the history of the game and will be referred to as Dn. The posterior up to stage n thus is

πn(β) ∝ π(β)
n∏

i=1
p(yi | xi, β). (3.5)

The Bayesian counterpart of policy (3.3) is known as Thompson sampling (TS): a sampling

based policy that selects actions according to their posterior probability of being optimal
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in the expectation sense. In particular, it consists in playing action xn+1 according to the

probability that it maximizes the posterior expected reward:

∫
B
I
§
E[Y | xn+1, β] = max

x∈A
E[Y | x, β]

ª
πn(β)dβ. (3.6)

In practice, the rule is implemented by sampling through either of two equivalent (in terms

of distribution) algorithmic approaches: implicit allocation (IA) and random probability

matching (RPM). IA consists in drawing a posterior sample βn ∼ πn(β) and playing

xn+1 = arg max
x∈A

x⊺βn. (3.7)

When relying on RPM, each arm is played according to the probability of being optimal

with respect to expected reward, that is, according to probabilities

ωx,n = P(1{x=arg maxx∈A x⊺β} | Dn). (3.8)

Notice, when the posterior is weakly informed and poorly concentrated, because a small

number of stages has been played, then the policy will be able to explore. As more data

is collected, the posterior concentrates and the rate of exploitation increases. Hence,

Thompson sampling achieves the exploration-exploitation trade-off thanks to randomiza-

tion. In this work, we will resort on the IA implementation of Thompson sampling for

optimal arm selection. In any case, drawing samples from each stage posterior is required.

This task has been appointed to a Gibbs sampler based on Albert and Chib (1993)’s data

augmentation in Scott (2010), but standard MCMC strategies are impractical in online

contexts as they require to start new chains at every stage, a computationally sub-optimal

routine which we tackle in this chapter.
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3.2 Posterior sampling schemes

In this section, we describe the most celebrated sampling approaches used in literature to

address the computational challenges associated with repeated sampling from a sequence

of posterior distributions in a factorial probit bandit (generalized linear bandit, in gen-

eral) which is fundamental in Thompson sampling. We start with offline methods, both

sampling based and deterministic and move towards online alternatives either relying on

stochastic approximations or particle filter.

3.2.1 Data augmented Gibbs sampler

Albert and Chib (1993) introduce a simulation-based approach that eventually guarantees

sampling from the exact posterior distribution of β. The method relies on introducing a set

of latent variables and exploits the fact that, both the conditional posterior distribution

of the parameter given the latent variables and the distribution of the latent variables

given the parameter (and the data) are known. Thus, iteratively sampling from the two

with Gibbs sampling, eventually guarantees drawing samples from the exact posterior of

the parameter.

Consider a horizon n probit regression setting as above. Introduce n independent latent

variables Zi for i = 1, . . . , n such that Zi ∼ N(x⊺i β, 1) and define

yi =


1 if zi ≥ 0

0 if zi < 0
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Then, Yi
ind∼ Bern(Φ(x⊺i β)) and the joint posterior density given the data is

p(β, zn | Dn) ∝ p(β)
n∏

i=1
{1(zi ≥ 0)1(yi = 1)

+ 1(zi < 0)1(yi = 0)} × ϕ(zi;x⊺i β, 1).

The joint distribution is no easier than the original posterior, while the conditionals have

a more tractable form, indeed,

p(β | Dn, zn) ∝ p(β)
n∏

i=1
ϕ(zi;x⊺i β, 1),

which is the kernel of the usual posterior density for the regression parameter in a normal

linear model with response variable Z, meaning

β | Dn, zn ∼ Np

��
X⊺

nXn + Ω−1
�−1 �

Ω−1ξ + X⊺
nzn

�
,
�
X⊺

nXn + Ω−1
�−1

�
.

Similarly, the full conditionals of the latent variables follow a truncated normal distribu-

tion

Zi | Dn, β ∼


N(x⊺i β, 1) truncated at the left by 0 if yi = 1

N(x⊺i β, 1) truncated at the right by 0 if yi = 0

The availability of tractable full conditionals suggests using a Gibbs sampler. Indeed,

whenever one is interested in simulating from the posterior distribution of a multiple

component parameter θ = (θ1, . . . , θq) and the full conditionals p(θl | {θj, j ̸= l}) are easy
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to simulate from, the joint distribution of θ(k) resulting from the sampling scheme

θ
(k)
1 ∼ p(θ1 | {θ(k−1)

j , j ̸= 1}),

θ
(k)
2 ∼ p(θ2 | θ(k)

1 , {θ(k−1)
j , j > 2}),

...

θ(k)
q ∼ p(θq | {θ(k)

j , j < p}), (3.9)

for k ≥ 1 and some initial guess θ(0), can be shown to approach the joint of θ as k

approaches infinity. To obtain N samples, which can be used to compute posterior mo-

ments and density estimates e.g., it is common practice to run the cycle a large number

of times, with the sequence extended until convergence and collect values at iterations

k∗, k∗ +h, k∗ + 2h, . . . , k∗ +Nh where h is the spacing between cycles necessary for subse-

quent samples to be approximately independent and k∗ a sufficiently large index so that

the cycle has reached convergence. Notice how, selecting just the j-th component of said

samples is sufficient to draw from the corresponding marginal posterior which is our goal

when θ = (β, Z) and we are interested in the marginal posterior for β.

It is worth noticing how Gibbs sampling, even when taking into consideration warm starts,

is not best suited for online purposes because it requires starting the chain 3.9 every time

a new data point is collected. Good practice when using Markov chains in streaming data

scenarios is to use the latest sample of the previous chain as starting point of the next,

possibly reducing the number of iterations k required for convergence. This makes the

procedure less inefficient than with “cold“ starts, but does not change the nature of the

algorithm, which requires reaching convergence at every run before beginning to collect

the required samples.

Remark 4. At stage n, the computational complexity of Albert and Chib (1993)’s algo-

rithm for posterior sampling in the probit regression model is O
(
kp2n

)
where k is the

number of 3.9-iterations. Indeed, for any cycle step, we need:
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• n samples from as many truncated normal RVs with iteration dependent means

x⊺i β
(k−1) which require p operations to be evaluated.

• A sample from a normal distribution with mean
(
X⊺

nXn + Ω−1)−1 (Ω−1ξ + X⊺
nzn

)
which evaluation requires the product of a (p × p) fixed covariance matrix with an

iteration dependent vector retrieved trough a (p× n)(n× 1) matrix product.

3.2.2 No-U-turn sampler

An alternative Markov chain method which has grown increasingly common in the ap-

plied Bayesian community is the No-U-turn sampler (NUTS), a no-hand-tuning version

of Hamiltonian Monte Carlo introduced by Hoffman and Gelman (2014). In this section

we recall its construction, as it represents a common benchmark for posterior sampling

in analytically intractable parametric models with continuous parameters. The starting

point of HMC consists in the introduction of an auxiliary momentum variable r, often

assumed to have an independent normal distribution. The resulting (un–normalized) joint

density is

p(θ, r) ∝ exp{ℓ(θ)− 1
2r

⊺Σ−1r},

where ℓ(·) is the logarithm of the density of θ (the parameter of interest) and Σ some given

covariance matrix. HMC explores the augmented space by simulating the Hamiltonian

dynamics,

dθ

dt
= ∇r(− log π(r))

dr

dt
= ∇θ(ℓ(θ)),

whose physical interpretation assumes θ to be the particle’s position in the parameter

space and r the speed (or momentum) of said particle. In this analogy, ℓ is the position-

dependent negative potential energy function, the normal kernel is the kinetic energy of
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the particle and log p(θ, r) the negative total energy. Simulating the evolution over time of

the Hamiltonian dynamics is done via the discrete “leapfrog“ integrator, following updates

rk+ϵ/2 = rk + (ϵ/2)∇θℓ(θk)

θk+ϵ = θk + ϵrk+ϵ/2

rk+ϵ = rk+ϵ/2 + (ϵ/2)∇θℓ(θk+ϵ)

where rk and θk denote the values of the momentum and position variables at time k,

∇θ denotes the gradient with respect to θ and ϵ is the time step. These updates provide

a good approximation for the Hamiltonian dynamic and assure reversibility and volume

preservation, crucial properties for the construction of a MC.

A standard procedure for drawing M samples via HMC consists in iteratively repeating

the leapfrog steps, starting from some given position and a normally distributed initial

momentum. After K updates the position and momentum variables represent a proposal

sample (θ̃, r̃) which is accepted or rejected according to the Metropolis algorithm. The

accepted positions and the negative of the corresponding momenta represent the actual

sample. Notice how the acceptance probability relies on the ratio log p(θ̃,r̃)
p(θ,r) which is the

negative change in energy of the simulated Hamiltonian system from time 0 to time ϵK.

Because of energy preservation, such ratio should be 1, but because of the “leapfrog“

discretization it might be less. Since the discretization error depends on the size ϵ and

the number of steps K, these parameters require careful tuning.

No-U-turn HMC suggests a solution to this tuning problem by automatically setting the

number and size of leapfrog steps. In particular, it sets K by stopping the simulation

when the distance between initial position θ and the current proposal θ̃ does not grow

further. This can be seen as θ̃ starting to move back towards its starting point, namely

beginning a U-turn. Unfortunately, this solution alone does not guarantee convergence to

the correct target distribution because it lacks time reversibility. NUTS solves this issue
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by first running the Hamiltonian simulation both forward and backward in fictitious time

until the first U-turn and then selecting a state that satisfies detailed balance.

More precisely, θ samples are obtained by introducing a further auxiliary variable u and

sampling from the new joint distribution

p(θ, r, u) =


1/z if 0 ≤ u ≤ p(θ, r)

0 otherwise

Here z is the normalizing constant of p(θ, r) and position-momentum pairs are obtained

by sampling from the joint and ignoring u. This is achieved by alternating uniform

sampling of u within the interval [0, p(θ, r)] and uniform sampling from the sliced region

S = {(θ, r) : 0 ≤ u ≤ p(θ, r)}. In the slice sampling, the challenge of finding the

bounds of S is tackled by a doubling method: the size of the initial segment containing θ

is randomly chosen and then doubled until the endpoints are outside S. The expansion

proceeds randomly taking forward and backward leapfrog steps to satisfy time reversibility

and is stopped when (θ+ − θ−)⊺r− < 0 or (θ− − θ+)⊺r+ < 0, with {+,−} denoting the

leftmost and rightmost samples generated by the doubling process. A subset C ⊆ S of

candidate states is selected to satisfy the total energy constrain u ≤ exp{ℓ(θ)− 1
2r

⊺Σ−1r}.

Because NUTS chooses the proposed samples among multiple candidates, an alternative

to Metropolis acceptance probability is defined:

αk = 1
|Ck|

∑
θ,p∈Ck

min
¨

1, p(θj, pj)
p(θj−1, pj−1)

«
Finally, NUTS adapts ϵ by minimizing the error in acceptance probability αk relative

to a target rate δ through stochastic optimization with vanishing adaptation. That is,

say Hk a metric for the MC performance at iteration k, e.g. Hk = δ − αk, with δ the

target acceptance probability in the Metropolis step within HMC and αk the current stage
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acceptance probability. Then, the update

ϵk+1 ← ϵk − ηkHk

is guaranteed to send

h(ϵk) = lim
T →∞

T∑
t=1

E[Ht | ϵk]

to 0 as long as ∑
k ηk = ∞ and ∑

k η
2
k < ∞. As often ϵk reaches optimality before ηk

approaches 0, it is common practice to tune ϵ during warm-up and freeze it afterwards.

3.2.3 Laplace approximation

The Laplace approximation in a commonly used posterior approximation in Bayesian

analysis and has been suggested in the MAB literature by Chapelle and Li (2011). In

this section we describe its construction and specialize it for the factorial probit bandit

presented above.

For any smooth at the maxima probability density function p(θ), consider a second order

Taylor expansion of the log–probability density function. Let θ̂ the point maximizing

q(θ) = log(p(θ)), then we can write the un-normalized log–pdf as

q(θ) ≈ q(θ̂) + (θ − θ̂)q(1)(θ̂) + 1
2(θ − θ̂)⊺q(2)(θ̂)(θ − θ̂)

= q(θ̂)− 1
2(θ − θ̂)⊺J−1(θ − θ̂),

where J−1 = −q(2)(θ̂) is the positive definite square matrix of second derivatives of the

negative log-target density at the mode. Notice how the right hand side matches the log–

pdf of a normal distribution located at the mode and with precision equal to the observed

Fisher information.

When the target distribution is a posterior given n data points, the log–posterior pdf is

q(θ) = const+ ℓn(θ) + log(π(θ)). We typically do not know the normalizing constant, but
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it does not affect computing the point of maximum, namely the maximum a posteriori θ̂(n)

and the curvature −q(2)(θ̂(n)). In this setting, theoretical guarantees for the quality of the

approximation follow from a Bernstein-von-Mises theorem that guarantees OP n
θ∗

�
(log n)γ

√
n

�
convergence rates in total variation distance between the target posterior and the Gaussian

approximation, for some constant γ (Vaart (1998)).

As already discussed in Chapter 1, retrieving the MAP is analytically intractable in probit

regression, but can be tackled with the expectation maximization algorithm, as is often

done in latent data models. We detail its description in Appendix A, where we mainly

addressed the online version. Here, we report the classic offline case as the Laplace

approximation is centered at the MAP and not an efficient online alternative for it.

Given design matrix Xn and response vector yn, the algorithm consists in alternating

until convergence the two steps

z
(r)
i = x⊺i β

(r) + (2yi − 1)ϕ(x⊺i β(r))
1− Φ((1− 2yi)(x⊺i β(r))) for i = 1, . . . , n,

β(r+1) = (X⊺
nXn + Ω)−1 X⊺

nz(r)
n .

Here, z(r)
n is the n-dimensional vector of latent variable expectation estimates z(r)

i based

on β(r) and superscript (r) indexes the iterations of the algorithm. Now, given estimator

β̂(n) obtained at convergence by the EM algorithm, we set the precision to −ℓ(2)
n (β̂(n))+Ω.

Remark 5. At horizon n, the computational complexity of sampling from the Laplace ap-

proximation is O
(
Rp3n

)
where R is the number of EM iterations needed for convergence.

Indeed,

• each EM iteration requires a Ridge estimation and the evaluation of the n-dimensional

latent vector expectation. The former consists of two matrix multiplications: the first

involves a (p× n) and an (n× p) matrix, while the second, a (p× p) and a (p× 1).

The latter instead consists in n, constant cost evaluations of the latent variable

expectation. Finally, a p× p matrix inversion is required.
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• A sample from a normal distribution with mean
(
X⊺

nXn + Ω−1)−1 (Ω−1ξ + X⊺
nzn

)
which evaluation requires the product of a (p × p) fixed covariance matrix with an

iteration dependent vector retrieved trough a (p× n)(n× 1) matrix product.

3.2.4 Online stochastic gradient descent

While Laplace Thompson sampling relies on a Gaussian modal approximation of the pos-

terior induced by a Bayesian GLM, thus requiring to evaluate the MAP and covariance

matrix of the posterior with a quadratic cost in time, online stochastic gradient descent

(SGD) Thompson sampling uses SGD to estimate the MAP. Together with an approx-

imation of the covariance by an easily assessable (and invertible) diagonal matrix, this

results in a extremely efficient algorithm for generalized linear bandits. This section is

dedicated to presenting the SGD TS as developed in Ding et al. (2021).

The starting point consists in ensuring good convergence performances to the MAP for

SGD. To this aim, the authors consider as a loss function the aggregated negative log–

likelihood over τ steps. Hence, data will be processed τ at the time and MAP estimates

updated with this same frequency. Consider the writing

ℓj,τ (β) =
jτ∑

i=(j−1)τ+1
−yib(x⊺i β)− ψ(b(x⊺i β)),

to indicate the j-th aggregated log–likelihood from stage (j − 1)τ + 1 to jτ . For an

appropriate choice of τ , this guarantees α-strong convexity of the loss function across

different modeling scenarios and thereby fast convergence rate of the SGD algorithm. Say

∇ℓj,τ (β) the gradient of the above loss, then the j-th SGD estimator is

β̃j = β̃j−1 − ηj∇ℓj,τ (β̃j−1),



3.2. POSTERIOR SAMPLING SCHEMES 131

with ηj a learning rate of the form 1/(αj) and starting point β̃0 = β̂(τ). This means stage

τ is the only time the exact MAP is calculated, whereas further estimates are updated by

stochastic gradient descent.

From round n = τ + 1 onward, β̃j is updated every τ rounds and projected on the set

C = {β : ||β − β̂(τ)|| ≤ 2}. This set is shown to contain β̂(n) with high probability for

every n ≥ τ , guaranteeing that the projected SGD estimator is sufficiently close to the

MAP it is meant to approximate. To further ensure concentration of the final estimator

towards the MAP, all past SGD estimators are averaged as in

β̄j = 1
j

j∑
q=1

β̃q.

This means that at stage n, the MAP β̂(n) is estimated by averaging the previous j = ⌊(n− 1)/τ⌋

SGD estimators that have been updated every τ stages. Such averaged SGD estimator

will represent the mean of a Gaussian approximation of the posterior to be sampled from

in TS. The covariance matrix of such normal is set to be

Aj =
�

2c2g1(j)2

αj
+ 2g2(j)2

j

�
Ip,

for some positive constant c2 and functions therein defined as

g1(j) = R

c1

Ê
p

2 log
�

1 + 2jτ
p

�
+ 2 log n,

g2(j) = τ

α

√
1 + log j.

In Aj, the first term is used to approximate the inverse Fisher information, while the

second comes from the gap between the averaged SGD estimator β̄j and the MAP β̂(jτ).

Similar to the SGD estimators β̃j, also the posterior approximation updates once every

τ stages and, accordingly, Thompson samples βT S
j ∼ N(β̄j, Aj) are drawn only every τ
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rounds. Therefore, the same sample βT S
j will be used in implicit allocation for all stages

from (j − 1)τ + 1 to jτ .

Remark 6. Since the gradient can be incrementally computed with per-stage complexity

O (p) and there is no need to invert matrices every round either, time complexity of SGD

TS in n rounds is O (np+ pτ). Moreover, it can be shown that τ ∼ O
(
max(p, log n)

)
and n is usually much greater than p. So, overall cost for SGD TS is O (np), making it

significantly more efficient than other algorithms.

3.2.5 Langevin monte carlo

The Langevin Monte Carlo (LMC) is a particular example of approximate sampling algo-

rithm whose definition is similar to the gradient descent algorithm for optimization, but

involves an additional step of random perturbation. In the following we present its use in

approximate Thompson sampling as suggested in Pan et al. (2022).

By choosing appropriate reward models and associated log–posterior distributions log πn(β),

LMC can be used in Thompson sampling for several bandit problems. A clear advantage

of this algorithm over Laplace is that only noisy gradient descent updates are performed

for exploration. Choosing the loss function log πn(β) as the following regularized negative

log–likelihood function

log πn(β) =
n∑

i=1
yib(x⊺i β)− ψ(b(x⊺i β)) + β⊺Ωβ,

LMC can be used in generalized linear bandits. In particular, starting from an initial

point β0 ∈ Rp which might be deterministic or random, we iterate the update rule

βk+1 = βk − η∇ log πn(βk) +
√

2ηγ−1Bk,
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for k = 0, 1, 2, . . ., where η > 0 is a tuning parameter, often referred to as the step-size,

γ the inverse temperature, and {Bk}k=0,1,... a sequence of independent centered Gaussian

vectors with covariance matrix equal to identity and independent of β themselves. Under

some regularity assumptions on log πn(β), for appropriate η and for k → ∞, the distri-

bution of βk is close, in total variation, to the distribution with density πn ∝ e−γ log πn(β),

hereafter referred to as the target distribution.

Indeed, the Markov chain {βk}k∈N is the Euler-Maruyama discretization of a continuous-

time diffusion process {β(s) : s ∈ R+}, known as Langevin diffusion, that has πn as

invariant density. The Langevin diffusion is defined by the stochastic differential equation

dβ(s) = −∇ log πn(β(s))ds+
√

2γ−1dB(s), s ≥ 0,

where {B(s) : s ≥ 0} is a p-dimensional Brownian motion (Roberts and Tweedie (1996)).

Under some standard conditions on the link function in generalized linear bandits, it can

be shown that the posterior density is strongly log–concave and log–smooth. Thus, the

distribution of iterates βK converges to the target posterior distribution πn if the epoch

length K of the Euler discretization is sufficiently large and βK can be used as a posterior

sample in the TS algorithm.

Remark 7. The computational complexity of Langevin monte carlo is given by

• the gradient evaluation at estimates βk of the n addends constituting the stage–n–

derivative,

• the number of iterations K required by the Euler discretization to reach convergence.

Adding up to per–stage cost O (nK). Here, the number of iterations required to reach

convergence depends on the starting point and the properties of the target distribution and

can be shown to only depend on the parameter dimension p (and not on horizon n), under

some reasonable model assumptions.
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The resulting overall cost of LTS in n rounds thus is O
(
n2p
)
.

3.2.6 Sequential monte carlo

Following the discussion by Chopin and Papaspiliopoulos (2021) we present sequential

monte carlo samplers as particle algorithms able to track a sequence of probability dis-

tributions. In particular, we will frame them as Feynman-Kac models that formalize the

sequence of posteriors resulting from the sequential incorporation of incoming data.

Consider the sequence of distributions with respect to the same probability space Πn(dβ),

representing all posteriors for the parameter of interest from which sampling is required.

Assume:

Πn(dβ) = γn(β)
Cn

ν(dβ),

where ν in some probability measure and C the normalizing constant. Provided we can

easily evaluate γn(β)
γt−1(β) and construct a Πn invariant Markov kernel Qn+1(β′, dβ), then the

following dynamic always holds

Πn(dβn) = Cn−1

Cn

γn(βn)
γn−1(βn)

∫
βn−1∈B

Πn−1(dβn−1)Qn(βn−1, dβ).

This writing represents a Feynman-Kac model with Markov kernels Qn and potential

functions γn(βn)/γn−1(βn). When Πn(·) are sequences of posterior distributions and ob-

servations are i.i.d. given the parameter, then the potential function

γn(β)
γn−1(β) = p(y1:n|β)

p(y1:n−1|β) = p(yn|y1:n−1, β) = p(yn|β),

is the likelihood factor and thus proportional to the importance weight of a particle from

β|y1:n−1, targeting πn(β). The resulting sampler was proposed by Chopin (2002) and is

known as iterated batch importance sampler (IBIS). It represents an SMC sampler tar-

geting a sequence of posteriors of a static model and Algorithm 1 describes its interaction
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with TS. It starts by drawing an initial sample from some starting distribution (possibly

Algorithm 1: Thompson sampling with Adaptive IBIS
Input:

Initial distribution Π0, possibly the prior.
Number of particles H, resampling scheme and kernels Qi.
Initialise

For h = 1, . . . , H, sample β(0)
h from the initial distribution Π0.

Set weights ϖh = 1 and ϖh = 1/H.
For i = 0, . . . , n and for h = 1, . . . , H

Play a round (TS specific)
Sample βi from particle system (β(i)

h ,ϖh)H
h=1.

Play arm xi such that xi = arg maxx x
⊺βi.

Observe response yi.
Reweight

Set ϖh = ϖh ∗ p(yi|β(i)
h ).

Normalise ϖh = ϖh∑
h

ϖh
.

Compute ESS
Evaluate ESS = 1∑

h
ϖ2

h

.

If ESS < ESSmin
Reset weights ϖh = 1 and ϖh = 1/H.

Resample
Update indices A1:H = resample(ϖ1:H).
Resample particles β′

h = β
(i)
Ah

.
Move

Move particles β(i+1)
h = Qi(β′

A1:H
, dβ).

else
β

(i+1)
h = β

(i)
h .

Output:
Weighted sample (β(n)

h ,ϖh)H
h=1 targeting Πn.

Game history Dn = (Xn,yn).
Cumulative regret Rn.

the prior) and initializing the particle weights, then it iteratively reweights and possibly

resamples or moves all particles.

Concerning the resampling scheme, a vast literature exists. With reference to the notation

used in Algorithm 1, a trivial example is multinomial selection which consists in sampling
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particles according to their weights

P(β′
h = β

(n)
h ) = ϖh.

More refined and less variable alternatives exist, in our implementation we use systematic

resampling where one simulates a single uniform U , takes an increasing sequence of H

values according to U(h) = (h− 1 +U)/H and finds the resampling indices as the inverse

CDF of a discrete density over {1 : H} with probabilities ϖ1:H , namely

A1:H ← icdf(ϖ1:H , U(1 : H)).

Concerning the move step, we first highlight how IBIS generalizes the primitive case of

sequential importance resampling when ESSmin = H, meaning we resample and reset

weights at each step, and no move step is applied. The motivation behind a more refined

kernel is the necessity to rejuvenate the particle systems otherwise impoverished both by

reweighting and resampling. Consider, e.g. the case in which the support of the target

differs from the initial distribution. Without any movement of particles, no samples could

be obtained in the new regions of non-null probability. The move step of particle filter

methods consists of a single application of a Πn invariant kernel. Such kernel can be

produced by means of k iterations of a Metropolis kernel each accepting with probability

α = min
¨

1, Πn(β)K(β, dβ′)
Πn(β′)K(β′, dβ)

«
= min

¨
1, π(β) ∏n

i=1 p(yi|xi, β)K(β, dβ′)
π(β′) ∏n

i=1 p(yi|xiβ′)K(β′, dβ)

«
a sample from proposal distribution K(β′, dβ). A common choice is a Gaussian random

walk with covariance matrix equal to λΣn−1, with, e.g., λ = 2.38p−1/2 and Σn−1 the

empirical covariance matrix of the weighted sample (β(n−1)
h ,ϖ

(n−1)
h )H

h=1 obtained at the

end of iteration n − 1. This recommendation is based on the optimal scaling result

for random walk Metropolis and is calibrated on the current set of particles to ensure
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the instrumental distribution is close to the target. Since the move step is the most

computationally demanding step of Algorithm 1, as it requires a complete browsing of past

observations, using a proposal informed by the current particles is critical for efficiency.

3.3 Closed form posterior and approximations

Following the seminal work by Durante (2019), we will show that the posterior distribution

of β, given the game history, has a closed form distribution belonging to the unified skew-

normal (SUN) family, first described in Arellano-Valle and Azzalini (2006). The SUN

distribution is a generalization of the multivariate extended skew-normal, allowing for a

multivariate skewness-inducing mechanism that confers closure properties for marginals,

conditionals and joint distributions to the SUN class.

3.3.1 The unified skew-normal distribution

SUN random variables unify different generalizations of the multivariate skew-normal.

Given a p-variate Gaussian kernel Np(ξ,Ω) and modifying it with the cumulative distri-

bution function of a standard normal evaluated at αTω−1(z−ξ), where ω is a p×p diagonal

matrix containing the square root of the diagonal elements in Ω, results in density

pSN(ξ,Ω, α) = 2ϕp(z − ξ; Ω)Φ{αTω−1(z − ξ)}.

The skew-normal is the special case of sks, discussed in Chapter 1, with linear w(·).

This construction introduces skewness in Np(ξ,Ω) controlled by α = (α1, . . . , αp)T ∈ Rp,

with ξ = (ξ1, . . . , ξp)T ∈ Rp driving location and Ω describing variability and dependence.

Important generalizations consist in adding a parameter to the skewness inducing mech-

anism to develop the multivariate extended skew-normal and in allowing a multivariate

skewness-inducing mechanism. These extensions allow closure properties for marginals,
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conditionals and joint distributions, resulting in a unifying class discussed by Arellano-

Valle and Azzalini (2006). The density of Z ∼ SUNp,n(ξ,Ω,∆, γ,Γ) is

ϕp(z − ξ; Ω)Φn{γ + ∆T Ω̄−1ω−1(z − ξ); Γ−∆T Ω̄−1∆}
Φn(γ; Γ) . (3.10)

In (3.10), ϕp(z − ξ; Ω) denotes the density of a p-variate Gaussian with expectation ξ =

(ξ1, . . . , ξp)T , and p× p variance-covariance matrix Ω = ωΩ̄ω obtained by combining the

correlation matrix Ω̄ and a diagonal ω containing the square root of diagonal elements

in Ω. Quantities Φn{·} denote CDFs of n-variate central Gaussians evaluated at their

first argument and with covariance matrices Γ−∆T Ω̄−1∆ and Γ, respectively. Here, the

p× n matrix ∆ has the main effect on skewness, while Γ is a correlation matrix. In fact,

when ∆ is zero, (3.10) coincides with the density of a Np(ξ,Ω). The vector γ ∈ Rn adds

additional flexibility in departures from normality. Further remember the (n+p)×(n+p)

matrix Ω∗, build using blocks Ω∗
[11] = Γ, Ω∗

[22] = Ω̄ and Ω∗
[21] = Ω∗T

[12] = ∆, is restricted to

be a full-rank correlation matrix in the discussion by Arellano-Valle and Azzalini (2006).

3.3.2 Closed form posterior

In this Section we recall the closed form posterior results for probit regression in Durante

(2019) and discuss its properties and limitations in an online scenario.

Proposition 3 (Theorem 1 Durante (2019)). If yn = (y1, . . . , yn)⊺ arise from a condition-

ally independent probit model Yi|xi, β
ind∼ Bern(Φ(x⊺i β)) for i = 1, . . . , t and β ∼ Np(ξ,Ω),

then

β |Xn,yn ∼ SUNp,n(ξ,Ω,∆n, γn,Γn), (3.11)

p(β | Dn) = ϕp(β − ξ,Ω)Φn(γn + ∆⊺
nΩ̄−1ω−1(β − ξ), Γn −∆⊺

nΩ̄−1∆n)
Φn(γn,Γn) ,

where ϕp is the density of a p-variate normal distribution with mean ξ and variance Ω
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and Φn(x,Σ) is the CDF of a centered n-dimensional normal with covariance matrix Σ,

evaluated at x. Moreover, Ω = ωΩ̄ω is a quadratic combination of a correlation matrix Ω̄

and a diagonal matrix ω containing the square root of the diagonal elements of Ω, while

the other posterior parameters are

∆n = Ω̄ωD⊺
ns

−1
n , γn = s−1

n Dnξ, Γn = s−1
n (DnΩD⊺

n + In)s−1
n .

For In the n-dimensional identity matrix,

Dn = diag{(2y1 − 1, . . . , 2yn − 1)}Xn,

a data matrix and positive diagonal matrix

sn = diag{(d⊺1Ωd1)1/2, . . . , (d⊺nΩdn)1/2},

where d⊺i is the i-th row of Dn.

As a consequence, the posterior update after observing a new arm-reward couple

results in updating the SUN parameters as described by

Corollary 3 (Corollary 4 Durante (2019)). If (yn+1 | xn+1, β) ∼ Bern{Φ(x⊺n+1β)} and β

is assigned a SUNp,n(ξ,Ω,∆n, γn,Γn) prior, then

(β | yn+1,Xn+1) ∼ SUNp,n+1(ξ,Ω,∆n+1, γn+1,Γn+1), (3.12)

with posterior parameters

∆n+1 = (∆n, Ω̄ωdn+1(d⊺n+1Ωdn+1)−1/2),

γn+1 = (γ⊺n, ξ⊺dn+1(d⊺n+1Ωdn+1)−1/2)⊺,
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and Γn+1 characterizing an (n+1)× (n+1) full-rank correlation matrix with block entries

Γn+1[11] = Γn,

Γn+1[22] = 1
(d⊺n+1Ωdn+1)−1/2 (d⊺n+1Ωdn+1 + 1) 1

(d⊺n+1Ωdn+1)−1/2 ,

Γn+1[21] = Γ⊺
n+1[12] = 1

(d⊺n+1Ωdn+1)−1/2d
⊺
n+1ω∆n.

Despite theoretically appealing, this conjugacy result has some practical drawbacks,

especially in an online sampling context. Drawing samples from a unified skew-normal is

based on its stochastic representation described by

Corollary 4 (Corollary 1 Durante (2019)). If (β | Xn,yn) has the unified skew-normal

distribution from Proposition 3, then

(β |Xn,yn) d= ξ + ω{V0 + Ω̄ωD⊺
n(DnΩD⊺

n + In)−1snV1}, (V0 ⊥ V1), (3.13)

with V0 ∼ Np{0p, Ω̄ − Ω̄ωD⊺
n(DnΩD⊺

n + In)−1DnωΩ̄} and V1 from a zero mean n-variate

truncated normal with covariance matrix s−1
n (DnΩD⊺

n+In)s−1
n and truncation below −s−1

n Dnξ.

The required n-variate truncated normal sampling makes the sequential drawing, nec-

essary for TS, impractical. In the following we compare performances of two different

schemes suggested in literature. First we refer to the exact sampling achieved though

mini–max tilting by Botev (2017), as suggested in Algorithm 1 in Durante (2019). Despite

more efficient than other exact alternatives, this routine shines in large p and small-to-

moderate n applications, but struggle when n grows, because of its cubic cost in n. The

Markov chain alternative, proposed by Akihiko Nishimura and Suchard (2024), relies on

a zig–zag type sampler and was shown to have a quadratic cost in n. Despite parameter

tuning and waiting for convergence are required in this case, Figure 3.1 clearly shows
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how this alternative is significantly more feasible than mini–max tilting. Nevertheless,

repeated sampling form the SUN over stages i = 1, . . . , n with either quadratic or cubic

cost in stage index i, as predicted by Proposition 3 and Corollary 4, hinders applicability

of SUN sampling, at least in the high-n regime. For this reason, we here suggest to sam-

ple directly from the SUN until its cost is comparable to alternative, yet approximate,

techniques like SMC, Gibbs or deterministic approximations and subsequently switch to

a well informed and accurate approximation to provide posterior samples. Ideally, such

approximation should account for skewness in order to ensure enhanced tractability and

improved accuracy over classical symmetric approximations (Laplace), while preserving

comparable sampling cost. In the following section we specialize to this setting the online

skew-symmetric approximation introduced in Chapter 1. We refer to the resulting algo-

rithm as generalized skew normal Thompson sampling (sks TS) and refer to Algorithm

2 for a complete overview.

3.3.3 Skew-symmetric approximation

The construction of the skew-symmetric approximating density follows the discussion

in Section 1.5.3 and is here specialized for the probit factorial bandit design. We recall

notation β̃(n) for the online MAP estimate, following (1.35). Moreover, remember that ℓ̃(j)
n

are either the window-type or the online derivative approximations in (1.58), depending

on the order j, and that addends therein follow construction (1.32)-(1.34). Thus, stage n

quasi-online skew-symmetric approximation is

p̃n
OSKS(β) = 2ϕp

(
β; æξ, æΣ)Φ( æw(β − æξ)), (3.14)

where ϕp(·; æξ, æΣ) is the density of a p–variate Gaussian variable with mean vector

æξ = β̃(n) +
�
−ℓ̃(2)

n

�−1 æu ∈ Rp, with æu = ℓ̃(1)
n + log π(1)(β̃(n)). (3.15)
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Using notation æα =
�
−ℓ̃(2)

n

�−1 æu, the covariance matrix is defined as

æΣ =
[
−ℓ̃(2)

n −
∑

l

æαl ℓ̃
(3)
n,··l

]−1

. (3.16)

Finally, the univariate normal CDF responsible for inducing skewness is evaluated at

æw(β − æξ) =
√

2π
12

�
p∑

s,t,l=1
ℓ̃

(3)
n,stl

¨
(β − æξ)s(β − æξ)t(β − æξ)l + 3 (β − æξ)s æαt æαl

«�
. (3.17)

Remark 8. From a implementation point of view, the window update is obtained only

modifying contributions of addends inside the window, in particular:

ℓ̃
(j)
i = ℓ̃

(j)
i−1 + ℓ

(j)
i (β̃(i))︸ ︷︷ ︸

Online update

+
∑

k∈Wi

[ℓ(j)
k (β̃(i))− ℓ(j)

k (β̃(i−K))]︸ ︷︷ ︸
Window correction

(3.18)

Where set Wi = {i − K, i − 2K, . . .} contains all indices separated by multiples of the

window size from current stage i.

Despite the general discussion in Chapter 2 was not limited to independent and identi-

cally distributed data collections, as it also contemplated mild dependence structures and

misspecified models, we are left with showing that the desired approximation is suited

for the MAB scenario. In particular, we need the theoretical assumptions of Corollary

1 and Proposition 3 to hold also when Thompson sampling induces dependence in the

experimental history. Assumptions that might be violated in a dependent-data scenario

are those related to asymptotic orders of log–likelihood derivatives. Having in mind that,

conditionally on the played arm, rewards are independent, the dependence is relegated on

the covariate sequence. Indeed, the complete data likelihood up to stage n can be written
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Algorithm 2: Generalized skew-normal Thompson sampling
Input:

Possible arms x ∈ A ≡ {0, 1}p

Arm interactions x⊺x and xs xt xl for all s, t, l = 1, . . . , p
Prior distribution π(β)
Transition stage m and horizon n.
Initialise

Sample β1 ∼ π(β)
Select x1 = arg maxx∈A x

⊺β1
Observe reward y1
Start history D1 = {x1, y1}.

For i = 2, . . . ,m
Sample from the posterior

βi ∼ SUNp,i(ξ,Ω,∆i, γi,Γi) as in (3.11)
Select arm xi = arg maxx∈A x

⊺βi

Observe response yi.
Update history Di = Di−1 ∪ {xi, yi}.

Set up approximation
Evaluate MAP β̂(m) = arg maxβ

{∑m
i=1 ℓi(β) + log(π(β))

}
Evaluate quantities ℓ(1)

m (β̂(m)), ℓ(2)
m (β̂(m)) and ℓ(3)

m (β̂(m)) as in (1.20) -
(1.22).

For i = m+ 1, . . . , n
Update parameters

Online MAP β̃(i) according to (1.35)
Online derivatives ℓ̃

(1)
i , ℓ̃

(2)
i and ℓ̃

(3)
i as in (1.58)

Sample from the posterior approximation
βi ∼ p̃OSKS(β; æξ, æΣ, æw(·)) as in (1.14)
Select arm xi = arg maxx∈A x

⊺βi

Observe response yi

Update history Di = Di−1 ∪ {xi, yi}.
Output:

Posterior distribution approximation p̃OSKS(β; æξ, æΣ, æw(·)) .
Game history Dn over horizon n and relative regret Rn

as

p(Dn|β) = p(yn, xn, . . . , y1, x1|β) = p(yn|xn,Dn−1, β)p(xn,Dn−1|β)

= p(yn|xn, β)p(xn|Dn−1)p(Dn−1|β) =
n∏

i=1
p(yi|xi, β)p(xi|Di−1)

=
n∏

i=1
p(yi|xi, β)

∫
B
p(xi|β)p(β|Di−1)dβ︸ ︷︷ ︸

posterior probability of xi being optimal

.
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Since Thompson sampling policy consists in playing arm xi when it is the optimal arm in

the posterior expectation sense, we have

p(xi|β) = 1{xi = arg max
x∈A

x⊺β}.

Now, it is apparent from the integral over B and made clear from the following argument

that quantity p(xn|Dn−1) does not depend on β. Indeed,

p(xn|Dn−1) = P(xn = arg max
x

x⊺β|Dn−1) = P({x⊺nβ ≥ x⊺β, ∀x ∈ A}|Dn−1)

=
∏
j ̸=n

P(x⊺nβ ≥ x⊺jβ|Dn−1) =
∏
j ̸=n

P((xi − xj)⊺β ≥ 0|Dn−1)

=
∏
j ̸=n

P(S ∈ Rnj).

(3.19)

Here, S is a unified skew-normal (SUN) random variable which distribution is described

by Theorem 3 and Rnj the set where its inner product with (xn−xj) is positive. Thus, the

consider probability is the posterior predictive mass in Rnj and, as such, independent of β.

As a consequence, both an optimization procedure with respect to β of the log–posterior

and its derivation, aimed at retrieving the approximation defining parameters, will not

depend on the Thompson-policy induced dependence on the covariates, but only on the

conditionally independent reward distributions. Since these are modeled according to a

GLM, all assumptions are inherited by the discussion in Chapters 1 and 2.

3.4 Empirical studies

In this Section, we compare the performances of our proposed sks TS algorithm with

existing approaches relying on experiments in synthetic datasets. In particular, we focus

on the alternative sampling procedures that have been paired with Thompson sampling

for generalized linear bandits.
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Gibbs TS (Scott (2010)) is an offline MCMC procedure which consists of running the

Albert and Chib (1993) Markov chain targeting each stage posterior. No tuning is needed

here, but no advantage is taken from the sequential nature of the problem as at every

stage a new chain has to be started.

LAPLACE TS (Chapelle and Li (2011)) relies on a Laplace approximation of the posterior

distribution. Such normal approximation is located at the mode and has covariance ma-

trix determined by the model’s Hessian. At each stage, the two parameters are retrieved

using all the game’s history and a sample is drawn from the resulting approximation.

RITTER–TS (Ritter et al. (2018)) consists in repeated sampling from the update–then–

project online Laplace approximation for the posterior distribution, detailed in Section

1.5. In absence of either theoretical accuracy guarantees for the approximation proce-

dure, or regret bounds for Thompson sampling paired with it, we expect this method’s

performances to be in line with other symmetric approximate samplers (like Langevin and

Laplace).

HMC-TS uses the celebrated STAN package for approximate posterior sampling by means

of a no-U-turn sampler. The distribution to target changes at every stage after a new

strategy has been played and thus requires a new run of the HMC method.

SMC TS relies on a sequential monte carlo sampler for posterior approximation. In par-

ticular, we use an iterated batch importance sampler (Chopin (2002)) with random walk

proposals and residual resampling. To sample from each stage posterior, we simply draw

from the weighted discrete distribution that is sequentially updated by the SMC proce-

dure, namely the particle system.

LANGEVIN TS (Pan et al. (2022)) achieves posterior sampling trough a Langevin monte

carlo scheme. In particular, it performs repeated noisy gradient steps following the regu-

larized squared error as loss function. It further perturbs the suggested parameter value

adding a tempered Gaussian error. This method just requires the gradient evaluation at

every new stage to perturb the previous sample. Thus, despite not completely online, it
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takes advantage of the sequential structure of the problem.

OSGD TS is the only truly online competitor we found. Ding et al. (2021) apply on-

line stochastic gradient descent to find a good surrogate of the maximum a-posteriori to

achieve constant (with respect to n) per-stage complexity, both time and memory-wise.

Precisely, after a number of initial stages τ where random arms are pulled, the MAP is

computed. From this stage onward, every τ stages the MAP is updated by means of a

single SGD step to exploit past information. Finally, a TS sample is drawn from a tuned

variance normal distribution, centered around a smoothed version of the SGD estimator.

In general, the two methods relying on gradient exploration require a lot of parameter

tuning, respectively the step size, the variances of the perturbations and in the case of

OSGD also the transition stage. For them, we perform a grid search for the parameters

and select the best to report. Experiments are repeated 50 times and average results are

presented.

3.4.1 Simulation

We simulate a dataset with n = 1000, F = 3 experimental factors of dimension 2, 3, 4

respectively, resulting in a p = 7 dimensional parameter with 24 possible arms and equally

many context vectors. The true model parameter is drawn from a normal distribution

with diagonal covariance matrix (not necessarily homogeneous) and several mean vectors

for different experimental conditions. Indeed, notice how differentiating the magnitude

of the parameter values affects each arm success probability and hence causes arms with

active components corresponding to larger parameters to be optimal. The effect on the

game being that identifying the best arm is easier, but the posterior more skewed, so that

sampling schemes not taking into account this property, will struggle in detecting the

best arm anyway. We build a probit model and draw random rewards Yt from a Bernoulli

distribution with mean Φ(x⊺tβ∗).
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3.4.2 Results

Figure 3.1 reports cumulative execution times for the different sampling schemes and

clearly shows how online approaches, with constant (with respect to n) computational

complexity for every stage, are preferable. We highlight the quadratic growth of the

Laplace approach, due to the covariance matrix evaluation and the cubic behavior of

the direct i.i.d. sampling from the SUN driven by the evaluation of the n-dimensional

skewness inducing mechanism. Notice the slopes of the linearly growing sampling schemes

might be affected by some parameters like the size of particle system in the SMC case

and the number of SGD steps in the gradient driven approaches.
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Figure 3.1: Cumulative execution over game horizon n = 1000 averaged across 50 runs
under the same experimental conditions. β∗ is drawn from homogeneous normal with
mean (−1.5, 0, 0, 2, 0, 0, 0) and the prior is Np(0, Ip). The vertical black line represents the
transition stage for the sks TS.

Figure 3.2 displays the average cumulative regrets for the different sampling schemes

together with tail behaviors among the 50 experiments in the unbalanced arm setting,
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namely the case where we expect the posterior distribution to be skewed. Notice how

the best performance, except for direct sampling from the SUN, which is explored only

for a small number of stages because of its computational burden, is guaranteed by ap-

proximate, but flexible offline procedures like SMC and Gibbs. These are able to target

arbitrary distributions and thus do not struggle to deal with the skewness in the posterior.

Laplace, Langevin TS and Online Laplace TS, on the contrary, suffer from the symmetry

assumption they rely on. Online SGD clearly suffers from the random sampling before

its transition stage τ and can later rely on a small per stage regret which, however, on

average don’t seem to visibly diminish over stages. Notice how our sks TS matches the

SUN behavior until the transition stage, 100 in this case, slightly deviates when the ap-

proximate sampling scheme sets in, but never drifts apart suggesting its ability to closely

track the true posterior as theoretically proven in Chapter.
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Figure 3.2: Average and both 5 and 95% quantiles of the cumulative regret across 50
runs given by the implicit allocation versions of Thompson sampling. Draws from each
stage posterior are provided by the different sampling schemes. Experimental conditions
are the same as described in Figure 3.1 and methods that require parameter tuning are
reported in their best observed performance (according to a grid search).
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Figure 3.3 shows the same results as Figure 3.2 when the posterior is less skewed. In

particular, when the β∗ generating distribution has constant mean across components, the

average rewards of all arms will be similar and the posterior of the resulting game more

symmetric. As a consequence, different sampling methods will display less differences and

in general performances will be worse because of the increased difficulty of retrieving the

best arm among similar ones.
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Figure 3.3: Average and both 5 and 95% quantiles of the cumulative regret across 50 runs
given by the implicit allocation versions of Thompson sampling. Draws from each stage
posterior are provided by the different sampling schemes. Experimental conditions imply
a more symmetric posterior with β∗ drawn from a 0-mean vector.

For an aggregate comparison that considers both the regret performances and the ex-

ecution time, we refer to Figure 3.4. Here, per-stage regret for different sampling schemes

is plotted against wall time. We notice how online methods are considerably faster than

competitors, while possibly suffering a larger regret. We further remark that the per-

formance of sks TS is twofold, early iterations follow a behavior similar to Gibbs, SUN

and Laplace based sampling, while when the approximation sets in, the speed increases
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significantly (even if sill not comparable with the OSGD case). In sight of the fact that

OSGD uses the same Thompson sample for τ subsequent stages, updates its location

estimates using batches of data and that sks TS can be fastened-up by reducing the tran-

sition stage, we argue that our proposed algorithm outperforms the majority of existing

methods either in accuracy, execution time, or both.
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Figure 3.4: Per stage regret achieved at given wall time. Each segment constituting the
lines represents an iteration of the corresponding algorithm, thus, the wigglier the line,
the more iterations have been performed by the algorithm.
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Discussion

In Chapter 3, we discuss the use of the skew–symmetric posterior approximation within

a sampling–based learning algorithm in the setting of multi armed bandit problems. In

particular, we compare the performances of Thompson sampling (TS) paired with the

methodology introduced in Chapter 1, with either exact sampling or other approximations

discussed in literature. We achieve exact sampling thanks to drawing directly from the

known closed form unified skew normal posterior, Gibbs sampling (run to convergence)

or HMC. On the other hand, discussed approximate samplers are Laplace approxima-

tions, Langevin monte carlo and stochastic gradient descent. Since Thompson sampling

can be shown to attain sub–linear regret when exact posterior sampling is considered,

once switching to an approximate scheme for computational reasons, like we did with

the skew-symmetric TS, regret performances are no longer guaranteed. We empirically

acknowledge that the approximating accuracy we proved in Chapter 2 (which holds also

under mild data dependence structures, like the one induced by TS) guarantees close to

theoretically optimal regret performances at a lower computational burden.

In the same direction, the additional comparison with the update–then–project online

Laplace approximation (Ritter et al. (2018)) is not guaranteed to either be sufficiently pre-

cise in approximating the target posterior, nor to assure sufficient exploration/exploitation

trade off, to achieve optimal regret. Intuitively we expect its performances to be in line

with the other symmetric approximations and indeed, we observe satisfactory results in

the balanced setting, while in presence of skewed posteriors, the method suffers.

The ensemble of possible approximate TS competitors can be extended, considering, e.g.

stochastic gradient Langevin dynamics. Results in the thesis refer to the application of

Langevin dynamics to Thompson sampling as in Pan et al. (2022), but the sub–sampling

extension to it has already been discussed in literature for example in Mazumdar et al.

(2020) and Karbasi et al. (2023). Stochastic gradient Langevin dynamic has been shown
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to guarantee sub–linear regret while maintaining horizon–independent complexity. To

achieve this results, the number of sub–samples must be maintained constant as the game

progresses and each stage samples should be used as starting points for the next stage

sampling (in a warm-start approach). Theoretical performance guarantees for these type

of regret result though require some additional assumptions like strong log-concavity and

Lipschitz smoothness of the likelihood, which we did not consider throughout our discus-

sion.



Chapter 4

Conclusions and future directions

In this thesis, we have extend the recently introduced skew-modal approximation by

Durante et al. (2024) to streaming data scenarios. We have derived a novel online skew-

symmetric approximation which is both scalable and provably more accurate than avail-

able alternatives in approximating the intractable target posterior in online contexts.

Thanks to a characterization of the skewness–inducing mechanism, the plug-in version of

the skew-symmetric approximation, in which the unknown parameter is replaced by the

maximum a posterior estimate, achieves improved rates of convergence (with respect to

the Laplace method) for the total variation distance to the target posterior.

Despite being provably accurate, the plug-in approximation suffers scalability and effi-

ciency issues when used to approximate a sequence of posteriors in online experiments.

In particular, its parameters depend on derivative estimates which plug-in versions must

be evaluated from scratch any time a new data point is observed. We tried to address

this computational bottleneck, without affecting the desirable theoretical performance

guarantees. Our attempt relies on first changing the location of the approximation to an

online surrogate of the maximum a posteriori and further suggesting online alternatives

to the other parameters. These alternatives are based on a novel window-type estimating

procedure for the derivatives and naturally formalize the trade-off between computa-

153
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tional efficiency and approximating accuracy. The resulting "quasi-online" approximation

overcomes the discussed computational limitations and guarantees strong approximating

performance, as theoretically proved in Chapter 2.

We further suggested using our quasi-online skew-symmetric approximation to tackle the

computational challenges eventually associated with sampling from the skewed posterior

in factorial probit bandits. This online learning setting is a particular instance of gener-

alized linear bandits with provably intractable posterior distributions. In this scenario,

sampling based MAB algorithms, like Thompson sampling, manage to achieve reasonable

regret only when relying on exact sampling from the posterior which, under normal prior,

was shown to have closed form unified skew normal distribution in Durante (2019). Such

exact sampling is computationally challenging, calling for fast, scalable, yet accurate ap-

proximate alternatives which are able to detect the fundamental property of the target

posterior, namely, asymmetry. Performances of Thompson sampling relying on our quasi-

online skew-symmetric approximation are compared to existing competitors and show a

considerable advantage either in terms of execution time, regret performances, or both.

Following sections are devoted to discuss future research directions, interesting questions

arising from discussed methodology and already achieved advances in those directions.

1 Regret bounds

Performances of multi armed bandit algorithms are generally measured by quantifying dif-

ferences between rewards given by the algorithm under investigation, and those granted

by an oracle, always playing the best arm. As anticipated, a common measure is the

expected cumulative frequentist regret. Thompson sampling is known to have sub-linear

regret, with respect to the experimental horizon, in several modeling scenarios, also when

approximate posterior sampling is involved in arm selection. These guarantees are proved

relying on posterior concentration and anti-concentration results to assure both sufficient
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exploration and exploitation. In case posterior approximation is involved, they further

consider convergence properties of the approximation to target posterior. From empirical

studies, good regret performances of the generalized skew normal Thompson sampling al-

gorithm are apparent. Thus, we aim at completing the picture with theoretical guarantees

for them.

2 Exact Thompson sampling with random probabil-

ity matching

In an alternative direction, the closed form unified skew normal posterior could be further

exploited for specialized versions of MAB algorithms in the probit setting. An immediate

example is the efficient and closed form evaluation of random probabilities. Remember

that, a possible implementation of Thompson sampling relies on playing each arm accord-

ing to its posterior probability to be optimal in the expectation sense. This method is

known as random probability matching and generally relies on estimating these probabil-

ities by means of monte carlo estimates, that is, again, by sampling from the posterior.

When the posterior has a SUN distribution, however, each arm’s linear predictor (which

is monotonically linked to its optimality) has a SUN distribution as well. Such dis-

tributions will be as intractable as the posterior, meaning they all have n-dimensional

skewness inducing mechanisms, but will be very similar among themselves and among

stages. Therefore, state of the art methods for evaluation of multivariate normal CDFs,

like separation of variables, can be used to evaluate the skewness inducing mechanism for

different arms and for the same arm over time by recycling most of the computationally

expensive sampling which is required for it.
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3 SUN covariance matrix decomposition

On a similar note, the computational intractability of the SUN posterior, can be tackled by

exploiting the factorial structure of the model. The computationally challenging problem

in sampling from a SUN(p, n), depends on the fact that it relies on a n-variate truncated

normal sampling and in particular of the Cholesky decomposition of the covariance matrix

of said normal. Having highlighted how n increases with the number of observed samples,

finding efficient solutions to this decomposition is key to overcome reported computational

bottlenecks.

It can be shown, however, that in the factorial probit modeling setting, the n dimensional

covariance matrix has a special tile low rank structure with a known and finite number of

blocks, equal to the number of arms. Diagonal blocks are full rank, but easily invertible,

while off diagonal blocks are rank one. Low rank off-diagonal block structures, like these,

are a common approximating choice for dense covariance matrices when computationally

efficient Cholesky decomposition is required. Since in our setting they naturally arise from

the model specifics, we aim at exploiting them for enhanced tractability of the closed form

SUN posterior.
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Discussion

Throughout the Discussions to other chapters, we touched upon doubts, comments and

contributions of our referees. Changes to the main text of the thesis have been made

to incorporate their suggestions, but some open problems remain and are beyond the

reach of this work. Among those, we mention the key limitation of derivative–based

approximations in handling discrete parameters.
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